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SaTPhys: Sandglass Transformer for Efficient
Video-based Remote Physiological Measurement
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Abstract—The effectiveness of Transformers has been proven
in video-based remote photoplethysmography (rPPG) measure-
ment. However, the inherently high computational cost of the
Transformer poses limitations of these methods on resource-
constrained devices. This paper presents a novel aggregating-
and-distributing sandglass-like framework, called SaTPhys, for
efficient Transformer-based rPPG measurement. Our SaTPhys
initiates by clustering physiological tokens that possess redundant
spatio-temporal information and concludes with the recovery of
full-length tokens. This process leads to fewer cluster centers
passing through the intermediate Transformer block, conse-
quently enhancing the model’s efficiency. To accomplish this ef-
fectively, we manually design a physiological context aggregation
(PCA) module to generate representative cluster centers, thereby
eliminating spatio-temporal redundancy. Subsequently, we em-
ploy an inter-cluster Transformer (ICT) to efficiently interact
with these cluster centers on a global scale. Finally, we introduce
a physiological context distributing (PCD) module to restore full-
length tokens and distribute the aggregated global information.
Furthermore, we develop a frequency modulator (FM) block
to enhance the frequency information, thereby improving the
periodic fidelity of the estimated rPPG signal. Comprehensive
experiments across multiple benchmark datasets have shown
that the proposed method achieves superior performance with
minimal computational cost. For example, compared to the SOTA
rPPG method, our method achieves a lower MAE on the VIPL-
HR dataset (3.96 bpm vs. 4.32 bpm) with a significantly lower
computational cost (3.94 GMACs vs. 12.9 GMACs). The code is
available at https://github.com/xjtucsy/SaTPhys.

Index Terms—Remote photoplethysmography, heart rate, to-
ken pruning, facial videos.
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Fig. 1. Conceptual comparison of SaTPhys with existing typical deep
learning-based rPPG measurement methods: (a) non-end-to-end methods
based on handcrafted spatio-temporal maps, which suffer from heavy pre-
processing cost, (b) mainstream end-to-end methods based on Transformers or
3D convolutions, which extract rPPG features from full-length physiological
tokens, and (c) our novel end-to-end method based on a physiological feature
aggregating-and-distributing framework, which reduces computational cost
while achieving better performance.

HYSIOLOGICAL signals contain rich human vital in-

formation which are important for physical and mental
health. Traditionally, the measurement of physiological signals
mainly relies on the contact-based medical instruments such as
electrocardiography (ECG) and photoplethysmography (PPG)
sensors. However, these methods require direct contact with
human body which induces discomfort to users. Furthermore,
the complex setup operations and limited scalability make
it challenging in different real-world scenarios [[1]]-[3]. Re-
cently, the remote photoplethysmography (rPPG) has gained
increasing attention due to the promising performance of rPPG
measurement and heart rate (HR) estimation [4]-[6]. The
rPPG measurement has been utilized in various tasks, such
as information security [7]] and telehealth [S].

In earlier studies of rPPG measurement, researchers [9]—
[12] usually utilize the signal processing-based approaches to
extract rPPG signals from facial videos. These methods work
under strong assumptions and empirical observations, limiting
their applications in real-world scenarios with different visual
interference. Recently, some researchers [1]], [13]-[15] lever-
aged the intrinsic spatio-temporal information in facial videos
by converting the region of interest (ROI) into spatio-temporal
maps (STMaps), while extracting rPPG signals using 2D
convolutional neural network (CNN)-based or long short-term
memory (LSTM)-based architectures, as shown in Fig. [T(a).
Meanwhile, numerous 3D CNN-based methods [4], [5], [[16]—
[18]] have been employed to extract spatio-temporal rPPG fea-
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Fig. 2. Model computational costs and performance comparisons of SaTPhys
and typical methods on the VIPL-HR dataset. The area of each circle indicates
the corresponding multiply-accumulates (MACs). SaTPhys achieves the best
performance with minimal parameters and MACs.

tures, as shown in Fig.[T[b). Although they can gain acceptable
results, the intrinsic characteristic of convolutional operation
(i.e., the local receptive field) limits their ability to model
long-sequence relationships from the input facial videos. Con-
sidering the extraction of rPPG signals relies on long-range
periodic pattern mining [6]], some researchers [6]], [[19[]—[22]]
have resorted to the Transformer-based architectures as a
preferable choice instead of CNN-based approaches. As these
methods can model the non-local physiological information,
they successfully extract rPPG signals with higher fidelity.
Nevertheless, these Transformer-based approaches inevitably
suffer from high computational burden since the self-attention
complexity of rPPG measurement grows quadratically with
respect to the number of tokens (i.e., the total count of frames).

Consequently, it is essential to design an efficient method
which has a large temporal receptive field to model long-
sequence periodic pattern for accurate rPPG measurement.
We note that the existing Transformer-based rPPG measure-
ment approaches usually utilize the full-length self-attention
relations to aggregate rPPG features, which means that all
tokens from the spatio-temporal dimensions are involved in the
computation. However, adjacent spatio-temporal video regions
in long-range facial videos contain redundant physiological
information, due to the similarity of pixels belonging to the
same ROI (e.g., cheeks and foreheads) and adjacent frames
(most facial videos have a frame rate of 30fps). Thus, we
infer the utilization of full-length physiological tokens is un-
necessary for rPPG measurement. It is possible to balance the
performance and computational cost by pruning the number of
physiological tokens to get rid of the redundant interactions,
as shown in Fig. [T[c). However, although we can reduce the
redundant interactions by pruning the number of tokens, the
abandonment of the less important tokens inevitably leads
to some loss of physiological information, which poses a
challenge to the model in maintaining its original performance.

To solve the aforementioned limitations, we propose a
novel aggregating-and-distributing sandglass-like framework,

SaTPhys, to achieve efficient rPPG measurement while main-
taining the global physiological interactions, thereby creating
promising win-wins from both performance and efficiency
perspectives. Unlike existing efficient paradigms that mainly
approximate or simplify the self-attention mechanism [23]], we
improve efficiency from the perspective of token interaction
restructuring. Specifically, the key component of the proposed
framework is the Sandglass Transformer (SaT) block, which
consists of a Physiological Context Aggregation (PCA) for
generating cluster centers, an Inter-Cluster Transformer (ICT)
for performing global interactions, and a Physiological Context
Distribution (PCD) for restoring the full-length tokens. First,
we carefully design the PCA module to aggregate the full-
length physiological tokens into several cluster centers based
on their physiological similarity. It first uniformly selects
initial cluster centers in the spatio-temporal dimension, then
calculates the physiological similarity between the tokens and
these centers. According to the similarity, PCA module assigns
each token to its most similar cluster center and marks it
as a member token. Second, the ICT module performs the
global physiological interactions by applying self-attention
mechanism to the cluster centers. Since the number of cluster
centers is significantly less than the number of full-length
tokens, the long-range dependencies could be modeled in an
efficient manner. Finally, we develop the PCD module to re-
cover the detailed spatio-temporal information based on these
globally refined cluster centers. The PCD module reverses the
clustering process of PCA module based on the physiological
similarity, enabling each full-length token to be updated by the
global interactions. The aggregating-and-distributing strategy
enables rPPG measurement with long-range receptive field
and a significantly reduced computational cost. Furthermore,
we develop an efficient frequency modulator (FM) block to
further explore frequency information, thereby enhancing the
periodic fidelity of estimated rPPG signals. The FM block
transforms the rPPG features obtained by SaT blocks to fre-
quency domain and provides the frequency-level refinement by
several multilayer perceptrons. With the above-mentioned de-
signs, our proposed SaTPhys offers several advantages: (1) the
aggregating-and-distributing process reduces the redundancy
of facial videos, thereby enabling efficient long-range feature
interactions, (2) the clustering process naturally enhances the
robustness, as the physiological tokens affected by visual
interference contribute less in the training phase, and (3) the
frequency-level refinement ensures better periodic fidelity of
the estimated rPPG signal and achieves more accurate HR
estimation.

We conducted experimental evaluations on four benchmark
datasets in both intra-dataset and cross-dataset settings. The
results show that SaTPhys significantly outperforms state-of-
the-art methods across multiple metrics. The main contribu-
tions are summarized as follows:

We introduce SaTPhys, a novel aggregating-and-
distributing Transformer-based framework for efficient
rPPG measurement. The innovative approach demon-
strates the redundancy of full-length interactions, retain-
ing a few informative features to achieve both high
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efficiency and performance.

We design an effective PCA module to aggregate several
cluster centers for video redundancy reduction, while
employing a PCD module to distribute the global in-
formation and restore original full-length tokens. The
proposed sandglass-like modules efficiently enable long-
range interactions and accelerate rfPPG measurement.
We develop an effective frequency modulator to explore
the frequency-level refinement for periodic information
enhancement. This process explicitly engages the fre-
quency interactions, which helps to suppress the temporal
noise and improve HR estimation accuracy.

The extensive experiments on various benchmarks
demonstrate that our SaTPhys achieves the best perfor-
mance among state-of-the-art methods on various datasets
while incurring the lowest computational cost, as shown

in Fig. 2

II. RELATED WORK
A. Remote Physiological Measurement

Since Verkruysse er al. [12] successfully extracted rPPG
signals from facial videos, the rPPG measurement task has
gained increasing attention in recent years. Initially, traditional
methods were developed to decompose rPPG signals from the
facial videos in two ways: (1) signal processing [9], [[11] and
(2) color space decomposition [10], [24]. Specifically, Poh et
al. [9] proposed to extract rPPG signals from the collected
facial videos by independent component analysis (ICA) on
RGB channels. CHROM [[10]] eliminated the shiny reflections
from facial videos by transforming the RGB frames into a
linear blend of chrominance signals. POS [24] presented a
physically plausible demixing technique by setting up a plane
perpendicular to the skin color space. However, these methods
typically rely on strong assumptions based on empirical ob-
servations, making them unsuitable for modeling the inherent
physiological properties of facial videos.

To solve this limitation, several CNN-based frameworks
have been developed to extract rPPG signals and have achieved
decent performance such as [16], [25]-[28]]. McDuff et al.
proposed DeepPhys [4]], a framework designed to process the
facial video in both motion and appearance models, thereby
recovering accurate BVP and respiration signals. Yu ef al.
[5]] utilized the 3D convolutional layers to extract the spatio-
temporal features and then estimated rPPG signals. Li et
al. [16] mitigated the motion interference by enhancing the
interactions between temporal and channel dimensions. To
better represent the physiological features in facial videos, Niu
et al. [1]] proposed to pre-process the facial videos into spatio-
temporal maps (STMap) by detecting the facial landmarks.
Afterward, many STMap-based methods [[13]-[15], [29], [30]
were proposed to utilize the inherent periodic information. Al-
though these CNN-based methods achieve better performance
than the prior-based ones, they still struggle to capture the
long-range dependencies due to the intrinsic limitations of
convolution.

Considering that long-range contextual clues are crucial in
rPPG measurement task, Yu ef al. [6] first proposed to explore

the long-range relationship by designing a Transformer-based
framework. Building on this, Liu et al. proposed EfficientPhys
[20], an adaptation of the Swin Transformer [31], which
processed facial videos directly without the requirement for
facial regions. Yu et al. [21] further developed a novel rPPG
measurement approach utilizing a slow-fast Transformer archi-
tecture. With the popularity of mask autoencoder [32], some
similar methods have been proposed for more accurate rPPG
measurement. Liu et al. [[14] and Shao et al. [19] proposed to
get the pre-trained model by reconstructing the STMap. Unlike
the STMap-based methods, Zhang er al. [22] reconstructed
the physiological features generated from the stem module
to obtain the pre-trained vision transformer backbone. With
the ability of non-local information modeling, the recent
Transformer-based methods [33]-[36] have achieved superior
performance in the rPPG measurement task. However, the
improved performance of these approaches typically comes
with a heavy computational burden.

To address this limitation, existing efficient paradigms for
long-sequence rPPG measurement improve efficiency from
different perspectives. Token selection methods (e.g., Rhythm-
Former [23]]) reduced the number of tokens or token interac-
tions to be modeled. State-space models (e.g., RhythmMamba
[37], MaKAN-Mixer [38]]) improved efficiency by compress-
ing sequence dynamics into recurrent states. Window-based at-
tention methods (e.g., EfficientPhys-T [20]]), on the other hand,
reduced the computational burden by restricting interactions
to local neighborhoods. Different from these strategies, we
propose to reduce the spatio-temporal redundancy by pruning
the number of physiological tokens. The physiological tokens
could communicate with each other by aggregation, global
interaction, and distribution, thereby achieving efficient rPPG
measurement with better performance.

B. Token Pruning for Transformers

As the complexity in the self-attention mechanism increases
quadratically with higher spatio-temporal resolution of the
input facial video, the standard Transformer-based approaches
are not effective for long-sequence modeling. Recently, some
researchers [39]-[43]] attempted to address this issue by select-
ing significant tokens to reduce the number of tokens. Kong
et al. proposed SPVIT [40] to select tokens by an additional
token selector module, which predicts a token decision score
to determine the importance of tokens. Chen et al. [39]
developed a learnable top-k selection operator to identify the
most relevant tokens by leveraging the self-attention map.
Similarly, Li er al. [44] proposed to perform sparse attention
after a top-k selection for detailed global modeling. Mei et al.
[41] divided the input space to several hash buckets and sorted
these buckets to obtain a sparse attention matrix. The most
significant tokens are then identified for global information
interactions. However, while these methods enhance efficiency
by enforcing the sparsity of the self-attention mechanism, they
may overlook the information of the comparatively trivial fea-
ture tokens, leading to inevitable degradation of performance.
Therefore, these efficient paradigms are not fully tailored
to the characteristics of rPPG measurement. By contrast,
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Fig. 3. Overview of SaTPhys framework and the main components. It consists of multiple cascaded sandglass Transformer (SaT) blocks equipped with point
reducer for ef cient multi-scale rPPG feature extraction, several frequency modulator (FM) blocks for rPPG signal re nement, and a rPPG prediction head
for rPPG measurement.

the proposed SaTPhys reduces computation by restructurprgdictor obtains the estimated rPPG sigeat by temporal
token interactions before global modeling, aggregating redumpsampling, spatial averaging, and linear projection.
dant tokens into compact physiological representations whileMore speci cally, the point reducers before the SaT blocks
preserving the contribution of all tokens through similarityeonsist of several stacked 3D convolutional layers, each with
aware weighting. This design is more compatible with the kernel size of 33 3. These point reducers yield feature
weak, distributed, and periodic nature of remote phy5|olog|cwnsors of channel dimensiodd and spatio-temporal sizes
signals. 2o 5 % L & ¥ respectively. In
each SaT block, unllke the standard self-attention mechanism
which models full-length physiological tokens, we develop a
o PCA module to reduce the number of physiological tokens
A. Overall Pipeline while preserving as much information as possible for each
The overall pipeline of our proposed SaTPhys is shownken. This procedure dynamically clusters the full-length
in Fig. 3. Given an input video&/ 2 R® T " W where physiological tokens into representative cluster centers based
T H W represents the sequence length and spat@i their physiological similarity. With these cluster centers that
resolution of the facial video, our goal is to ef ciently extracthave a signi cantly reduced token count compared to the orig-
the rPPG signases; 2 RT while maintaining high delity. In inal full-length tokens, an inter-cluster Transformer facilitates
the network backbone, we rstly stack multiple SaT blockshe interactions of global information among these centers.
to extract multi-scale rPPG features. This procedure includesllowing this, the PCD module distributes the physiological
three stages, with;, L, and L3 similar SaT blocks re- information in these globally re ned cluster centers to the
spectively. We integrate the point reducer at the beginnihgkens within each respective cluster. We further develop the
of each stage for feature down-sampling, thereby obtainifd/ block to transform the physiological tokens to frequency
rich rPPG features for temporally and spatially varying physiomain and re ne them with several linear layers, thereby
iological signal distribution. With the globally re ned rPPGenhancing the periodic delity of estimated rPPG signal.
features obtained by SaT blocks, we utilizg FM blocks to With this formulation, we allow SaTPhys to exploit the in-
further re ne these features at the frequency level. Finally, thensic physiological similarity of facial video tokens, thereby

Ill. METHODOLOGY
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estimating the rPPG signal with signi cantly less computa-

tional cost and better performance. The overall network of

SaTPhys is trained by minimizing the following loss function:
L= | NP({SZest;Sgt; +?E(PSD( fzest); HRgt;; 1)

temporal frequency

wheresg andHRy: denote the ground truth PPG signal and
heart rate, = 0:1 is the weight trade-off to balance the

temporal and frequency domain lo$$? denotes the negative Fig 4 C wal visualization of th d f PCA modul
Pearson loss [SICE denotes the cross-entropy loss, &fBD 19 4. Loncepiual visualization of the procedures o moduie.
calculates the power spectral density of corresponding inQHt

signal PCA module into two parts: identifying the member tokens

for each cluster and aggregating them to facilitate ef cient
global modeling, which are visualized in Fig. 4.
B. Sandglass Transformer (SaT) Block Firstly, given the full-length feature tokeixs 2 RN P, we

The mainstream Transformer-based rPPG measureméiit' aNg€ and project these tokensiwitﬂ a3 3 CO”XOIS'
methods usually take all the tokens to compute self-attentifin@! layer to extract the physiological context 2 R
globally, leading to signi cant computational challenge fofor similarity calculation. Similar to the conventional super-

long-sequence rPPG measurement. To tackle this limitatidt€! algorithm SLIC [45], we rearrange the physiological con-

% .
we propose to prune the number of physiological feature ti£XtX ¢ into the spatio-temporal structure to perform 3D aver-
pooling with the kernel size and stride of h W

kens. However, a careful design is required to ensure that ev@h o he initial ol VS
informative token still contributes to global modeling afteF reby Obta'”'”g "['e intial cluster Cent_@#nit 2 R Lo
token reduction. Therefore, we craft a featuggregating- Howev_er, these initial cluster centers, I|_m|ted_by their local
and-distributing SaT block, which signi cantly reduces the €CePtive elds from the 3D average pooling, fail to accurately
number of physiological tokens through feature clustering. THg9regate tokens with high physiological similarity across the
procedre ofcach S ook cn b e i e a1 0 eTOre PG, [ Sess e v s b
First, the physiological conte>_<t aggregation (PCA) modul@ ohysiological tokens, denoted 852 R N using the
aggregates the feature tokens into several cluster centers bz?éléjd X - ' '

on their physiological similarity. Second, the inter-clustel®!loWing equation:

Trans'former (ICT) quule mode_ls global information by s=cl, (XL ©)
applying the self-attention mechanism to these cluster centers. _ _

Finally, the physiological context distribution (PCD) moduléiven that each token should be exclusively assigned to one
distributes the globally re ned physiological information in thecluster, we allocate each token to the cluster center with the
cluster centers to their respective member tokens. Formaliyghest similarity. The procedures of this cluster mask oper-
given the input physiological feature tokens of thth SaT ation are depicted in Fig. 4. Formally, the masked similarity
block X', the procedures of the SaT block could be describ&gtween thé-th initial cluster center and thjeth physiological

as: tokenS}; could be calculated by:
C'; 8 =PCA(XY); ( S if i=argmax S|.
cr=IcT(C'); 2 Si = o o “)
=ICT( C'); (2) ’ 0 else

x!"t =pcp(x’Chis); . . .

wherei 2 [1;M] andj 2 [1;N]. Note that we retain only
where C' and S' denote the cluster centers f' and the the maximum value in each column & and set all other
corresponding physiological similarity score respectiv€ly, elements to zero. Therefore, each cluster may have a different
refers to the globally re ned cluster centers, aXié* is the number of physiological feature tokens. More extremely, some
output of thel-th SaT block. Besides, PCA, ICT, and PCDof the clusters may not have any member token, which means
denote the corresponding modules as shown in Fig. 3(a), (they are redundant, as shown in the last ronsbiin Fig. 4.
and (c), which are introduced in detail as below. Note that although tharg max operation is non-differentiable,

1) Physiological Context Aggregation (PCAAs shown its output can be treated as a constant indicator that only spec-
in Fig. 3(a), we introduce the PCA module as a simple yees the token-to-cluster allocation and does not participate
effective token pruning module that dynamically clusters thia the subsequent parameter optimization. Therefore, the end-
long-sequence physiological feature tokeais2 RN P into to-end training of the proposed framework does not rely on
the physiological cluster center§! 2 RM P where N differentiating thearg max operation.
represents the length of full-length tokens at the respectiveSecondly, since each token has been accurately assigned to
stages andD is the channel dimension of each token, athe cluster center with the highest physiological similarity, we
described in Sec. lll-A. Note tha¥l denotes the number of can treat the values from the similarity matrix (as given in Eq.
cluster centersM N) so that we can reduce the heavyl) as the contribution degree of each token to its corresponding
computational burden. Speci cally, we divide the procedureduster center. By dynamically aggregating these contributions,
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we generate a set of cluster centers that accurately represe®) Physiological Context Distribution (PCD)To distribute
the full-length tokens. Speci cally, we reshap€ into a 3D the global physiological information from the cluster centers,
tensor and apply a 33 3 convolutional layer to it, obtaining we introduce a lightweight PCD module, designed to recover
in the value spacex!, 2 RN P. The aggregated clusterthe full-length physiological tokenX'*! from the represen-
centersC' 2 RM P could be obtained by weighting andtation cluster center€'!, as shown in Fig. 3(c). Given that
summing the physiological tokens based on their mask#te cluster centers are aggregated based on their similarity
similarities S': to their member tokens, we propose to distribute the global
c! | | physiological information to the full-length tokens by inverting
— “init P+ (Norm(S')) XV; ) the aggregation process. Specically, given the input full-
1+ jN:1 (Norm(S};j ) length feature tokenX ', the globally re ned cluster centers
C!, and the corresponding similari§/, the output full-length
where Norm denotes a learnable re-weighting functiore.( featuresX'** could be obtained by:

C I

S'+ where; 2 R are learnable parameters) f6t, _ R
denotes theSigmoid function to re-scaleS' to [0;1]. In X!= (Norm(S))” C!; @)
implementation, and are initialized as =1 and =0. X" = MLP( XY+ X';

As we only retain the maximum value in each column, most N
values ofS' are close to 1. From an optimization perspectivd/here and Norm are exactly the same as the de nitions
the learnable scaling factor adjusts the sensitivity of the sig-in Ed. 5, X' 2 RN P denotes the physiological information
moid weighting to similarity variation, making the aggregatiof€rived from the cluster centers, aMLP denotes a linear
process more adaptive to different feature distributions acrd¥@iection layer. By the reversed operation of PCA module,
layers and samples. the PCD module enables the full-length physiological feature

With the above formulation, we effectively prune the physt_okens to interact with each other and distribute global infor-

iological tokens to a set of cluster centers with a prunin@at'pn from all cluster centgrs. o

ratio of N w. These cluster centes' dynamically With the aboveaggregating-and-distributingprocedures,
aggregate the full-length physiological tokeXd based on ou_r_SaT block models Iong-squence feature tokens at a
their pair-wise similarity. Consequently, the informative clustdfinimal computational cost, proving to be an efcient and
centers can act as representative tokens for ef cient glotE{fective core component of SaTPhys.

modeling.

2) Inter-cluster Transformer (ICT):Since the token se- C. Frequency Modulator (FM) Block
guence has been compressed fidmo M after aggregation,

the cost of standard multi-head self-attention is signi cantlgi Currently, the majority of methods directly regress rPPG

reduced. Therefore, we directly employ a standard Tran gnals from globally re ned physiological feature tokens,
' ' n overlooking the wealth of frequency information. To

former encoder in the compact token space to capture glolga o . ) . .
hysiological dependencies. In this way, SaTPhys retains R?1::1(;0|tal|ze on the fr(_aquency interactions inherent in these
P ' ' eature tokens, we introduce a frequency modulator (FM)

;trong modeling capability of self—attention' v_vhile aVOidin%}Jlock designed for pixel-wise frequency-level re nement
Its heavy computational burden on the original fuII-Iengtt ereby enhancing the periodicity of estimated rPPG signal.

sequence. As shown in Fig. 3(d), tha-th FM block is designed to

As shown in Fig. 3(b), we introduce ICT to enhance, ije frequency-level re nement for the inpGt 2 RN D
global physiological information for cluster cente@s. The nd obtain the corresponding outpt*> 2 RN P where
procedures of the inter-cluster transformer are detailed by fde_ |, \y denotes the number of tokens in th;a last stage

following equations: of SaT block.

A A Ny Al . Speci cally, we rst transform the physiological feature
Q=C Wq K=C Wi V= Ciw"’ tokens into frequency domain and then utilize several linear
Attention( C') = Softmax(Q K”= D) V;  (6) layers to build the frequency relationships within both am-
C' = C' + Proj(Attention( C')); plitude and phase spectrum. To achieve this, we reshape the
input featureF' toh w tD and apply the fast Fourier
where W ;W ;W , 2 RP P are learnable parameters tgransform (FFT) along the temporal dimension, yielding the
project C', Q:K:V 2 RM D are the query, key, andamplitude spectrunfi,, 2 R" ¥ © and the phase spec-
value matrices for the cluster cente€d, Proj denotes a trumFp, 2 R" W ©:
projection function comprising a linear layer followed by a
ReLU activation layer, an€; 2 RM P denotes the globally

re ned cluster centers. We enhance the frequency information in two aspects.
The cluster center€' could be regarded as the represerkirstly, we generate a pixel-wise spatial attention reip2

tation of full-length tokensX'. The globally re ned cluster gh w by reshaping the input featufé toD t h w and

centers have fully bene ted from ICT, thereby enabling thergerforming a depth-wis8 3 3 convolution:

to distribute information to each member token in their re- X

spective clusters. A'= (  DWConv(ReshapeF"))); (9)

Fhmp i Fpna = FFT(Reshape(F')): (8)
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P
where  denotes the summation operation over the temporal Datasets
and channel dimensionWConv refers to the aforemen- VIPL-HR [46] is a challenging large-scale dataset for re-

tioned depth-wise convolution, and denotes theSigmoid e physiological measurement, which contains 2,378 RGB
function to limit the range of values in the spatial attentiof)yeos of 107 subjects. The videos in VIPL-HR are captured
map. The obtained' highlights the actively physiological re- nqer diverse less-constrained scenarios, including various

gions in the spatial domain. Afterward, we re ne the frequencye sy movements, lighting conditions, and acquisition devices.
values with the linear projections in the frequency domain: 1o corresponding blood volume pulses are recorded by

Vme = MLP( FE’;\mp ) CMS50E at a sampling rate of 60 H_z. N_otably, we normalized
L MLP(FL): (10)  the frame rates of the videos and bio-signals to 30 fps due to
pha pha /> their instability [15].
where Vi Vi, 2 R" W ® are the self-enhanced UBFC-rPPG [47] includes 42 RGB videos recorded at a
corresponding amplitude and phase values. The nal fré&ame rate of 30 fps, captured under sunlight and indoor illu-
guency information of the input physiological feature tokenmination conditions. The ground truth bio-signals are recorded
Fimp:Fpna 2 R" ™ ™ could be obtained by: by CMS50E at a 60 Hz sampling rate.

PURE [48] contains 60 RGB videos of 10 subjects recorded
at a frame rate of 30 fps, which involves six different head
motion tasks. Synchronized bio-signals are captured using
CMS50E at a rate of 60 Hz.
where  denotes the Hadamard product. _ COHFACE [49] contains 160 RGB videos of 40 subjects

Subsequently, we recover the frequency domain to tempogglqed at a frame rate of 20 fps. Notably, these videos are
domain by the inverse fast Fourier transform (iFFT) in thﬁeavily compressed using MPEG-4 Visual, a factor noted in

temporal dimension and apply a feed-forward network fggg) 15 potentially cause corruption of the rPPG signals.
richer feature representation:

Fi’imp = Al Viamp;

i - i i
tha =A pha

11)

Fl= F' +iFFT( Flmp i Fpna); 12) B. Performance Metrics
F'"! = Reshape(F' + ReLU(MLP( F1))): Following the mainstream settings [4], [15], [29], we eval-
The re nement of physiological tokens in the frequenc;‘r'ate the HR estimation with the mean absolute error (MAE),

domain endowsF*! with enhanced spatial attention and©0t mean square error (RMSE), standard deviation of the error
re ned frequency interactions, which is crucial for accuratel@)D)’ and the Pearson's correlation coef cient) (metrics.
determining the periodicity of rPPG signals. Thus, the featuh¥te that the four metrics denote the different perspectives
tokens processed by the FM block are expected to genergdween the estimated HRs and ground truth HRs. MAE
high- delity rPPG signals. and RMSE focus on the model's precision of estimated HR

Finally, we reshap€ into the spatio-temporal structure withvalues. SD is concerned with the consistency of the errors,
dimension® t h w and estimate the rPPG signal usind dicating th.e generallzatlon of the_model.h|ghllghts the
a predictor, which incorporates a temporal upsampling lay&f€ar association between the predicted HRs and the ground
a spatial averaging layer, and a point-wise convolutional Iay@k'th HRs.
for channel compression:

Sest = Predictor(Reshape(F)): (13) C. Implementation Details
Pre-processing settingsWe implement our proposed SaT-
whereF 2 RY © dTenotes the output of the last I_ayer of I:N‘Dhys with PyTorch framework on one 24G NVIDIA GeForce
block andsest 2 R denotes the output rPPG signal of oukTy 3090 GPU. Following [6], [15], we utilize the FAN face
SaTPhys framework. detector [51] to detect the coordinates of 81 facial landmarks
in video frames. Afterward, we crop and align the facial
IV. EXPERIMENTS video frames to 128128 pixels according to the obtained
In this section, we evaluate the performance of our proposkeshdmarks. Given the varying frame rates across the four
SaTPhys with the state-of-the-art methods on four publiatasets, we standardize the frame rates of both video samples
benchmark datasets.€., VIPL-HR [46], UBFC-rPPG [47], and bio-signals to 30 fps to enhance processing ef ciency.
PURE [48], and COHFACE [49]). We comprehensively con- Training settings. During the training phase, the channel
duct the rPPG-based heart rate (HR) estimation under batimensionD of initial feature is set to 32, the number of
intra-dataset and cross-dataset settings. The ablation stutblesks in each stage of SdI;L ;L 3] is set to[2; 2; 6], and
are performed to demonstrate the impact of our key moduléise number of FM blockd 4 is set to 2. Within each SaT
Afterward, to verify the ef ciency of our proposed method, weblock, the token pruning ratio ¢ h w IS con gured
discuss the computational cost and the number of parametesg 2 2, which means we reduce the number of tokens to
of SaTPhys. Finally, we report the HR estimation results & = % Afterward, we equip one inter-cluster Transformer
SaTPhys under real-world visual interference to verify the imodule in each SaT block and set the number of attention
herent robustness of the proposemjregating-and-distributing heads to 4. Following the classic Transformer-based methods
process. [6], [21], the number of frame¥ is set to 160 and the batch
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TABLE |
INTRA-DATASET HR ESTIMATION TESTING RESULTS ONVIPL-HR [46].
THE SYMBOLS4 , Z AND ? DENOTE TRADITIONAL, NON-END-TO-END
DEEP LEARNING-BASED AND END-TO-END DEEP LEARNINGBASED
METHODS, RESPECTIVELY THE SYMBOL # INDICATES LOWER IS BETTER
AND " INDICATES HIGHER IS BETTER BEST RESULTS ARE MARKED IN
BOLD AND SECOND BEST IN_UNDERLINE

MAE# RMSE#

Method Venue (bpm) (bpm) r

CHROM [104 TBME'13 11.4 16.9 0.28 Fig. 5. Visualization of the Bland-Altman plot (a) and scatter plot (b),
SAMC [5314 CVPR'16 15.9 21.0 0.11 which shows the difference between the ground truth HRs and corresponding
POS [24% TBME'17 11.5 17.2 0.30 predicted HRs by SaTPhys on the Fold-1 of VIPL-HR [46] dataset.
RhythmNet [1} TIP'20 5.30 8.14 0.76

CVD [13]z ECCV'20 5.02 7.97 0.79

Dual-GAN [29]z CVPR'21 4.93 7.68 0.81

TranPhys [19 TCSVT'23 4.69 7.27 0.82

rPPG-MAE [14F TMM'24 4,52 7.49 0.81

MaskFusionNet [22 TCSVT'24 4.37 6.95 0.82

RS+rPPG [55} TCSVT'25 4.40 7.19 0.79

PhysNet [5P BMVC'19 10.8 14.8 0.20

PhysFormer [61 CVPR'22 4.97 7.79 0.78

PhysFormer++ [21 1JCV'23 4.88 7.62 0.80

CodePhys [27] JBHI'25 4.27 7.11 0.81

RhythmFormer [23} PR'25 4.51 7.98 0.78

RhythmMamba [377  AAAI'25 4.30 7.49 0.81

SaTPhy® ours 3.96 6.94 0.82

Fig. 6. Visualization of the rPPG signals (top) and corresponding HRs
(bottom) predicted by SaTPhys on UBFC-rPPG [47] dataset.

size is set to 4. We train SaTPhys for 20 epochs using the
Adam [52] optimizer, where the base learning rate and Weigyg}edicted HRs and ground truth HRs. THRg; andHRpreq

de_ltzayt'are settt'to 1e[-)4 {and tie-?’ rt;spectr:vely. determi denote the ground truth and predicted HR, respectively. Each
h eil'?ngf se |tr;]gs. L:_”ngt de P%SGIng_ P a:sg, we de et_rmm_ oint in Fig. 5 represents the HR estimation result of a test
N rom the esimatead signal by computing | ample. The x-axis in Fig. 5(a) indicates the mean value of

power spectral density. Following the classic Transformelngt and HRpreq , While the y-axis indicates the difference

based methods [6], [21], we split the 30-second video in : L
three 10-second clips. The nal video-level HR is calculatego'atween them. The top and bottom dashed lines indicate the

: . on dence intervals for the 95% limits of agreement. It's
by averaging the three clip-level HRs. clear thatHRy and HRyeq have a good correlation over a
wide range from 50 bpm to 120 bpm. Our SaTPhys achieves
D. Intra-dataset Testing superior performance with the lowest SD (6.76 bpm), MAE
To assess the performance of our proposed SaTPhys (196 bpm), RMSE (6.94 bpm), and the highest(0.82).
der an intra-dataset setting, we conducted comparisons w@hr SaTPhys outperforms other cutting-edge Transformer-
various methods, categorizing them into three groups: tratbased methods (PhysFormer [6], PhysFormer++ [21], and
tional methods (SAMC [53], CHROM [10], POS [24], andRhythmFormer [23]) by a large margin, which fully indicates
OMIT [54]), non-end-to-end deep learning-based methotise designed token pruning strategy is superior to full-length
(RhythmNet [1], CVD [13], Dual-GAN [29], TranPhys [19], attention when modeling spatio-temporal facial video features.
rPPG-MAE [14], MaskFusionNet [22], RS+IPPG [55], andBesides, SaTPhys achieves a signi cantly better MAE than
PhysDiff [56]), and end-to-end deep learning-based methailie second-best method (3.96 bpm for SaTPhys and 4.27
(PhysNet [5], PhysFormer [6], PhysFormer++ [21], CodePhygpm for CodePhys [27]). As VIPL-HR is a complicated and
[27], RhythmFormer [23], RhythmMamba [37], HR-CNNlarge-scale dataset collected in less-constrained scenarios, the
[57], Gideonet al. [18], Li et al. [16], and Yueet al. [58], comparative results of SaTPhys on VIPL-HR demonstrate the
and Contrast-Phys+ [59]). The results of intra-dataset Hjeneralization of SaTPhys under various degradations of the
estimation on the VIPL-HR dataset are shown in TABLE linput facial video such as head movements and occlusions.
while the results on UBFC-rPPG, PURE, and COHFACE 2) HR Estimation on UBFC-rPPG, PURE, and COHFACE:
datasets are shown in TABLE II. For the UBFC-rPPG dataset, following the standard protocol
1) HR Estimation on VIPL-HR:Following [6], [21], we outlined in [17], we select videos from the rst 30 subjects for
conduct the HR estimation testing on VIPL-HR under &aining and those from the remaining 12 subjects for testing.
subject-exclusive 5-fold cross-validation protocol. Speci callyi-or the PURE dataset, following [57], we select videos in the
we compare SaTPhys with 3 traditional methods, 7 norrst 60% as training set and videos in the remaining 40% as
end-to-end methods, and 6 end-to-end methods. The restédiing set. For the COHFACE dataset, we split the training and
are shown in TABLE I. As shown in Fig. 5, we visualizetesting datasets according to the protocol of [49]. Speci cally,
the Bland-Altman plot (left) and scatter plot (right) of thewe compare SaTPhys with 3 traditional methods, 6 non-end-
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TABLE I
INTRA-DATASET HR ESTIMATION TESTING RESULTS ONUBFC-RPPG [47], PURE [48]AND COHFACE [49]DATASETS.

UBFC-rPPG PURE COHFACE
Method venue  VAE# RMSEY .. MAE# RMSEY ., MAE# RMSEf
(bpm) (bpm) (bpm) (bpm) (bpm) (bpm)
CHROM [10p TBME'13  4.05 540 095 7.75 116 089 844 1374 0.34
POS [24} TBME'17  3.52 838 090 9.82 134 074 658 119 049
OMIT [54]4 JBHI23  1.20 1.80 ) 0.90 2.80 ) 7.50 9.80 -
RhythmNet [1% TIP'20 5.59 682 072 271 486  0.98
Dual-GAN [29F CVPR21  0.44 067 099 0.82 131 099 ; ; ;
TranPhys [1% TCSVT'23 466 724 085 ) ) ; 5.04 736 083
MaskFusionNet [22]  TCSVT'24 : ; ) 111 139 099 127 _ 222 098
RS+PPG [55] TCSVT'25 062 099 099 034 058  0.99 ) ) -
PhysDiff [56] AAAI25 033 057 1.00 0.29 054  1.00
HR-CNN [57] BMVC'18 ; - 1.80 240 098 8.0 108 029
PhysNet [5P BMVC'19  2.38 3.19 ; 2.16 2.70 ; 5.38 10.8 -
Gideonet al. [18]? IcCvi21  1.85 428 093 2.30 290 099 150 460  0.90
PhysFormer [6] CVPR22  0.40 071 099 1.10 175 099 142 319 096
Li et al. [16]? AAAI23 076 1.62 ; 1.44 250 - 131 3.92 )
Yue et al. [58]? TPAMI23  0.58 094 099 1.3 201 0.99 ; ; ;
Contrast-Phys+ [26] TPAMI24  0.64 100 099 1.00 140 099 . ; ;
CodePhys [27 JBHI25 021 026 099  0.39 083 099 1.19 275 097
RhythmFormer [23}  PR'25 0.50 078 099 027 047 099 _ 117 336 097
RhythmMamba [377  AAAI25  0.50 075 099 023 034 099 - ) -
SaTPhy® ours 0.12 020 1.00 0.20 032 1.00 0.83 215 098

6 clearly demonstrate that our SaTPhys not only estimates the
rPPG signal consistently but also remains strong performance
when HR changes in a long period. For the PURE dataset,
SaTPhys also achieves the best performance among both tradi-
tional and deep learning-based methods. Speci cally, SaTPhys
achieves the lowest MAE (0.20 bpm) and RMSE (0.32 bpm).
As the PURE dataset contains different head motion tasks,
the superior results indicate the robustness of SaTPhys against
visual interference. For the COHFACE dataset, our SaTPhys
outperforms the state-of-the-art method [23] and achieves the
best performance. As shown in TABLE I, SaTPhys improves
MAE by a large margin (0.83 bpm for SaTPhys and 1.17
bpm for RhythmFormer [23]). Considering that videos in the
COHFACE dataset are compressed using MPEG-4 Visual, the
results indicate that SaTPhys is suitable to be applied in real-
world scenarios.
Furthermore, we randomly select four estimated rPPG sig-
Fig. 7. Visualization of the rPPG signals predicted by SaTPhys (left) aftgls from each of the four dataseise( VIPL-HR, UBFC-
corresponding PSD signals (right) on (a) VIPL-HR [46], (b) UBFC-rPPq‘.ppG, PURE, and COHFACE) and visualize the rPPG signals
[47], (c) PURE [48], and (d) COHFACE [49] datasets. and their corresponding PSD signals in Fig. 7. The results
demonstrate that SaTPhys accurately estimates the rPPG sig-

nals across different datasets.
to-end methods, and 10 end-to-end methods on both UBFC- !

rPPG, PURE, and COHFACE datasets. The results are shown
in TABLE II. E. Cross-dataset Testing

Overall, our proposed SaTPhys outperforms other methodslo evaluate the performance of our proposed method under
in all evaluation metrics. For the UBFC-rPPG dataset, Sadross-dataset setting, we compare SaTPhys with traditional
Phys achieves the lowest MAE (0.12 bpm), RMSE (0.20 bpmjjethods (GREEN [12], ICA [9], POS [24], and CHROM [10])
and highestr (1.00) in HR estimation testing. The UBFC-and end-to-end deep learning-based methods (Multi-task [60]
rPPG dataset consists of long-sequence facial videos, makimgl DG-rPPGNet [61]). The results of cross-dataset testing on
it well-suited for evaluating the ability to track HR over aUBFC-rPPG, PURE, and COHFACE are shown in TABLE Il1.
long period. Therefore, we randomly select a sample fromFollowing the protocol of [61], we train SaTPhys on two
UBFC-rPPG and visualize the estimated rPPG signals adatasets and test it on the remaining one. As shown in
corresponding short-term HRs in Fig. 6. The results in FIGABLE lll, U, P, and C are short for UBFC-rPPG, PURE,
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CROSSDATASET HR ESTIMATION TESTING RESULTS ONUBFC-RPPG,

TABLE Il

PURE,AND COHFACEDATASETS.

P+a U U+C! P U+R C

Method

MAE# RMSE# MAE# RMSEf MAE# RMSE#

(bpm) (bpm) (bpm) (bpm) (bpm) (bpm)
GREEN [12} 829 158 9.03 139 109 16.7
ICA [9]4 439 116 152 213 143 193
POS [241 352 838 223 302 199 246
CHROM [104 310 684 382 6.80 7.80 125
Multi-task [60]? 1.06 270 424 6.44 - -
DG-rPPGNet [61? 0.63 1.35 3.02 4.69 7.19 8.99
SaTPhys(oursp 042 085 054 116 422 7.17

TABLE IV

ABLATION STUDY ON THE IMPACT OF THE INTERCLUSTER
TRANSFORMER NUMBERS

Inter-cluster

MAE# RMSE# SD# MACs# #Param#

10

Fig. 8. \Visualization of the ablation study on the impact of frequency
information in frequency modulator block.

TABLE V

Transformer  (bpm) (bpm) (bpm) G) (M) ABLATION STUDY ON THE IMPACT OF THE RATIO OF TOKEN PRUNING
0 4.55 8.29 8.29 3.89 0.66 - -
2 4.08 673 644  3.99 0.85 t n w (bpm)  (bpm) (bpm)  (G) (M)
4 4.01 7.06 7.02 4.09 1.04 11 1 4.44 7.83 7.82 4.14 0.76
2 2 2 4.20 7.61 7.61 3.94 0.76
4 2 2 4.01 6.72 6.53 3.94 0.76
4 4 4 4.18 7.11 7.06 3.90 0.76

and COHFACE respectively. U+PC denotes training on the
UBFC-rPPG and PURE datasets and testing on the COHFACE
dataset. It's clear that SaTPhys achieves the best performance : .
. ; nygmber of inter-cluster Transformer (ICT) modules, speci -
among all methods. Speci cally, SaTPhys achieves the lowes . :
: : . cally 0, 1, 2, and 4. The con guration with 0 ICT modules
MAE (0.42 bpm) in P+C U cross-dataset setting, which.” . S ) .
. 2. . indicates that our SaT block is limited to physiological context
remains competitive even when compared to intra-datase . U . . )
) . . gregation and distribution without any inter-cluster interac-
testing on the UBFC-rPPG dataset. As discussed in Sec. IV-/ . o
. . ; ign. As shown in the rst row, SaTPhys exhibits its worst
the three datasets have unique features, which make it a chal- . -
. o o erformance without any ICT modules (MAE = 4.55 bpm),
lenging situation for accurate HR estimation. Therefore, the

results indicate the superior generalization ability of SaTPhué,]Clerscorlng the signi cance of global modeling within the
. ; aT block. The results in the subsequent rows reveal that
across different domains.

the performance of SaTPhys does not achieve a signi cant
improvement with more ICT modules (MAE = 4.01, 4.08, and
F. Ablation Study 4.01 bpm). However, the computational cost escalates with

To evaluate the effectiveness of our key components, wach additional Transformer module (0.1 GMACs and 0.19
conduct ablation studies on Fold-1 of the VIPL-HR datasdY] parameters per module). To balance the performance and
Speci cally, we perform experiments to evaluate the impaciomputational cost, we integrate one ICT module into the SaT
of the number of ICT modules and FM blocks, thereby corplock to capture global physiological information.
rming their incremental bene ts. Subsequently, we examine 2) Impact of the Ratio of Token PruningAs shown in
the impact of the token pruning ratio to explore the baland®BLE V, we evaluate four con gurations for the token
between ef ciency and effectiveness. Next, we investigate tipeuning ratio ¢ h w Within the SaT block, speci cally
importance of frequency information within the FM blocks byl 1 1,2 2 2,4 2 2,and4 4 4. The token pruning
considering various FM block designs. Lastly, we experimerdtio denotes the kernel size and stride used in the average
with different strategies for selecting initial cluster centergooling operation, as discussed in Sec. IlI-B. Therefore, in
including random selection and averaging-based selection.the con guration ofL 1 1, since each physiological token

We compare the performance (MAE, RMSE, and SD) arid most similar to itself, each token is regarded as a cluster
the computational cost (MACs and Parameters) for variosenter to generat€' 2 RN P . Under this con guration, the
con gurations. The experimental results are presented in T&aT block is similar to a full-length self-attention Transformer,
BLE IV, TABLE V, TABLE VI, TABLE VII, and Fig. 8. We augmented with several residual connections. As indicated
validate the effectiveness of the corresponding modules in timethe rst row of the results, SaTPhys exhibits the worst
rst row of TABLEs IV, V, and VI, respectively. The default performance and the highest computational cost under the
settings utilized in our SaTPhys are markedowid. 1 1 1 conguration (.e, without token pruning) (MAE

1) Impact of Inter-cluster Transformer Numbers shown = 4.44 bpm with 4.14 GMACSs). The results indicate the
in TABLE 1V, we evaluate four con gurations regarding thesuperior design of our physiological contedgregating-and-
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