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Despite the exponential increase in the availability of online health information, its quality remains 
questionable, presenting a significant challenge to address. This study addresses this issue by using 
artificial intelligence techniques, such as deep learning, to evaluate the quality of health information 
and to mimic human-level evaluation capabilities. The key methodologies used in the study included 
an enhanced version of Arabic BERT for medical data, feature extraction techniques incorporating 
Principal Component Analysis (PCA) and Independent Component Analysis (ICA), and modified loss 
functions using information entropy to improve the model’s certainty and calibration during document 
classification. The results of the study were encouraging: the proposed PCA-based model achieved 
higher accuracy than the competing models and reached 94.7% on the dataset used, comparable to 
reported human-level performance. Finally, these findings may contribute to improving the reliability 
of online health information in Arabic contexts and provide a foundation for future efforts aimed 
at supporting healthcare decision-making. The methodologies and results presented here offer 
policymakers and researchers valuable tools to assess and ensure the trustworthiness of online health 
information.
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Over the past decade, advancements in artificial intelligence (AI) have prompted researchers to acknowledge 
the urgent need for developing intelligent systems that are not only highly capable but also safe and secure1–4. 
However, AI Safety is still in its early stages, with researchers actively working to identify its key challenges and 
limitations5.

Concurrently, online health information has grown exponentially, and concerns about misleading content 
and its impact on public health have increased6,7. Furthermore, individuals increasingly rely on the Internet to 
access information across various aspects of their lives, including health conditions8–10. Consequently, ensuring 
AI safety is particularly critical in domains such as online health information, where the reliability of information 
directly affects public health6.

The Internet has emerged as the central source of health information for patients, caregivers, physicians, 
and the general public11–13. Despite this dependence, studies show that the public and patients typically view 
online health information as trustworthy14 and consider it a potential alternative to in-person medical care15. 
Nonetheless, a recent systematic review by11 underscores the poor quality of online health information, 
highlighting the need for further investigation.

For online health information to be practical, it needs to be clear, reliable, and relevant to the patient’s 
symptoms to suggest suitable actions. However, search engine results frequently include untrustworthy, 
incorrect, or poor-quality content16–18.
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Given the substantial reliance on online health information, ensuring its quality presents a critical challenge, 
especially in light of the limitations inherent in current evaluation methods.

According to studies in a recent systematic review19, the proposed models20–28 have three significant 
limitations: limited generalizability, restricted coverage of quality dimensions, and an oversimplification of the 
complexity involved in evaluating health information quality. This oversimplification is obvious in neglecting 
uncertainty and calibration metrics, which are fundamental for developing safe models for assessing health 
information quality.

First, regarding generalizability, models are designed to assess health information in a specific language, 
classifying them as unimodal language models. Seven research papers in the literature review focused on 
English, as shown in references21–24,26–28. In contrast, only one study concentrated on Arabic20, and another 
examined Dutch25.

Secondly, the quality dimensions covered, the definition of health information quality (HIQ), and the quality 
criteria used in these papers lack universal acceptance, with various studies employing different interpretations 
and evaluating HIQ through diverse criteria11,29. The assessed papers reveal considerable limitations and 
inconsistencies in the strategies used to evaluate the quality of health information. While some studies use a 
single quality criterion21, others, such as study22, apply a broad set of 119 different criteria, the highest number 
used among all the studies in the systematic review.

None of the studies in the systematic review examined whether the criteria they used reflected actual human 
ethical values. Such an examination is essential to ensure that the models align with ethical standards, as there is 
a significant risk of AI misalignment5, which can lead to undesirable outcomes. Furthermore, value alignment is 
the most investigated approach for achieving safety in AI5. Consequently, the included studies do not discuss the 
risk of omitting quality criteria or specify which aspects of health information quality might be affected.

Finally, existing solutions in the literature often oversimplify the complexity of evaluating health information 
quality by neglecting the examination of uncertainty and calibration metrics and failing to propose techniques to 
improve them. Since automated evaluation of health information quality is not a low-risk, high-reward approach, 
it entails significant risks, may lead to negative consequences, and requires careful investigation5.

To address these challenges, this paper presents a comprehensive approach to evaluating the quality of 
Arabic online health information. First, we reassess the relevance of existing quality assessment tools to ensure 
they genuinely reflect ethical human values, using the recently proposed quality dimensions by30. Second, we 
have collected and annotated relevant datasets that capture the complexity of health information quality, which 
are used to train and test our proposed models. More details about the dataset are provided in31. Third, the 
study enhances the Arabic BERT architecture by incorporating feature extraction techniques, such as Principal 
Component Analysis (PCA) and Independent Component Analysis (ICA), alongside modified loss functions 
that leverage information entropy. As a result, the study proposes four different architectures: one for PCA, one 
for ICA, one for the modified entropy function, and the last, the enhanced BERT model trained on Arabic medical 
textual data, which will be discussed next. These enhancements are designed to improve model certainty and 
calibration, therefore overcoming the limitations of previous studies and achieving human-level performance 
in assessing health information quality. Finally, this study examines the impact of enhancing BERT with Arabic 
medical textual data on model performance, explicitly focusing on model certainty and calibration. It aims 
to explore how this enhancement improves the contextualized representations of medical language in Arabic 
and how these improvements affect the accuracy and effectiveness of text classification, particularly regarding 
certainty and calibration for both high- and low-quality classes. Refer to Fig. 1 for a more pictorial representation 
of different techniques’ effects.

Fig. 1.  Effects of ICA, PCA, and information entropy on document separation based on quality.
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Theoretical framework
The theoretical framework of this paper is grounded in recombination theory, which declares that most new 
knowledge arises through the combination or reconfiguration of existing knowledge components32–34. The 
study by34demonstrated that scientific advancement is significantly driven by papers introducing novel ideas 
by integrating diverse references from distant domains. Similarly33, conducted a comprehensive analysis of 
17.9 million research papers across various scientific disciplines, revealing a consistent pattern: influential 
breakthroughs typically build upon established knowledge combinations while incorporating unexpected and 
unconventional elements.

While the potential for beneficial combinations is continuously growing, recognizing them is becoming 
increasingly challenging due to cognitive and social limitations35, as cited in36. Recent advances in deep 
learning illustrate this principle, often relying on creative recombination of established methods36. For instance, 
specialized architectures such as Recurrent Neural Networks (RNNs) and Convolutional Neural Networks 
(CNNs) have been cleverly developed to address image processing challenges in the case of CNNs and to 
handle signal processing tasks in the case of RNNs, building on the foundation of a multi-layer perceptron. The 
study37 employed a hybrid Convolutional Neural Network and Deep Belief Network model, optimized using a 
combination of Particle Swarm Optimization (PSO) and Al-Biruni Earth Radius (BER) algorithms (CNN-DBN-
PSOBER), for oral cancer detection. In contrast, the study38 utilized a Recurrent Neural Network optimized with 
the Dynamic Fitness Al-Biruni Earth Radius algorithm (RNN-DFBER) for wind power forecasting. Both studies 
integrate established neural network architectures with advanced optimization techniques to achieve superior 
performance.

Recombination has been crucial in advancing deep learning, resulting in remarkable achievements across 
various domains. These include high-accuracy image processing39, transformative applications in gaming and 
generative models40–42, and object identification tasks43. Moreover, deep learning has expanded its impact into 
areas such as drug development and genetics44,45.

Beyond performance improvements, deep learning holds the potential to reshape scientific progress itself 
by altering how researchers operate and enabling the integration of ideas from seemingly unrelated fields46–48. 
Accordingly, this paper draws on recombination theory to inform its Objective, which aims to leverage the 
potential of combining existing approaches to generate novel and insightful solutions.

The proposed models in our study include several approaches aimed at selecting the most relevant 
features to reduce uncertainty in the feature space. BERT embeddings capture high-dimensional and context-
rich representations, but they often introduce redundancy and correlations among features49. Our approach 
incorporates techniques such as PCA and ICA to strengthen the BERT architecture and address these limitations. 
The primary objective of these models is to achieve dimensionality reduction and source separation within the 
feature space generated by Arabic BERT. Additional details are provided in the related sections for each method 
used.

Methodology
The method proposed in this study for predicting health information quality contains two main parts. The first 
part involves three stages of model training: initially, web pages are processed using a fine-tuned Arabic BERT 
model trained on medical data to obtain vector representations for each webpage. These vector representations 
then undergo dimensionality reduction through Independent Component Analysis (ICA) or Principal 
Component Analysis (PCA) to extract the most critical data components for classification. Finally, the reduced 
data is passed through the proposed pooling layer for classification.

The second part contains the second and third proposed models. The first model uses a modified categorical 
cross-entropy loss function with an entropy-penalized term as its objective. The second is the enhanced Arabic 
BERT model trained on medical data. This part consists of two stages: first, web pages are processed using the 
Arabic BERT model to obtain vector representations for each webpage; second, these vector representations are 
directly fed into the proposed pooling layer for classification.

By integrating these two parts, the study aims to improve the certainty and calibration of health information 
quality prediction. The following sections will discuss more information about each part and the dataset’s 
collection and creation. For more information about the effect of the proposed approach on the distribution and 
use of online health information, refer to Fig. 2. The figure illustrates how the proposed framework integrates 
ethical human values30 with an enhanced Arabic BERT architecture to deliver more reliable online health 
information to healthcare professionals, patients, the general public, and smart health devices. It highlights 
findings from the systematic review19 indicating that much of the health information available on the Internet, 
through platforms such as Google, Bing, and Yahoo, is unreliable, inaccurate, and of low quality. In the middle 
layer, a proposed benchmark dataset with ranking estimation factors31 is introduced as part of a control layer 
designed to assess and filter content. The figure also demonstrates how perception prediction is managed through 
machine learning50, showing how the proposed methods in this paper collectively ensure quality control and 
trustworthy health information delivery.

Finally, as the last validation step, we used Uniform Manifold Approximation and Projection (UMAP)51–53. 
This non-linear method preserves both local and global data structures of the dataset. This is used to confirm 
that the components derived from PCA and ICA preserved meaningful association beyond a simple linear 
relationship.

Data collection
Six Arabic medical terms were selected for this study, along with their corresponding English translations: 
hypertension, stroke, heart attack, blood pressure treatment, stroke treatment, and angina pectoris treatment. 
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The total number of terms used was 11, including the treatment search terms, as shown in Fig. 3. These terms 
were chosen based on their prevalence, as indicated by Google Trends data. Data were collected using two search 
engines, Google and Bing, from which the first 100 search results were retrieved for each term.

The web page searches were performed on January 15, 2024, utilizing the Google Chrome browser. All 
preliminary data, including browsing history, caches, and cookies, were cleared to minimize potential bias before 
conducting the searches. From an initial collection of 1,200 identified web pages, 503 met the inclusion criteria 
and were subsequently included in the analysis.

Inclusion and exclusion criteria for the web pages
The following criteria determine whether retrieved web pages are included or excluded: 

	1.	 Health information must be written in Arabic.
	2.	 Content should address emergency medical conditions (such as heart disease, stroke, and hypertension) and 

be presented in text format. Excluded formats include audio, video, books, and scientific articles.
	3.	 Sources must not originate from social forums, social media platforms, or news agencies in news form.

Fig. 3.  Shows the step-by-step process of identifying, screening, and selecting the web pages included in this 
study.

 

Fig. 2.  The proposed method for ensuring quality health information distribution and use.
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�e quality assessment
We adopted the steps and quality dimensions outlined in30 to assess the quality of a web page’s content. These 
steps include all the necessary statistics for analyzing the text, as demonstrated in Fig. 4. Some studies in the 
literature review focus on metadata features, while others assess the textual content and quality score. To this 
end, we examine all available statistical features to gain further insight into the quality dimensions used, as 
referenced in the paper30. By this method, we tried to increase the signal-to-noise ratio. The overall summary of 
constructing a dataset for Arabic online health information is as follows: 

	1.	 This evaluation aims to assess the quality of webpages providing information on emergency conditions such 
as heart disease, stroke, and hypertension.

	2.	 Our task is to code a random sample of 100 webpages from a list of 503, obtained from Google and Bing, 
using specific search strings and criteria outlined in the ‘Data collection’ section. The reviewers evaluated the 
content against relevant quality criteria, assigning a code of 1 if a criterion was met and 0 if it was not

	3.	 For treatment criteria, we followed the method proposed by54. A score of 5 was assigned for detailed treat-
ment information, 2–4 for unclear or incomplete information, and 1 when no description was provided.

	4.	 After each researcher had completed coding the 100 webpages, both reviewers’ coding was reviewed, and 
the inter-rater reliability was 0.94. The disagreements were resolved through consensus. Subsequently, one 
reviewer coded the remaining webpages.

From an ethical perspective, we assess health information across 15 quality dimensions, containing source quality, 
content trustworthiness, and treatment quality dimensions. Source quality dimensions include authorship, 
currency, advertising policy, and website type, ensuring that information is attributed to credible authors, 
remains up to date, and is clearly distinguished from commercial influence. Content trustworthiness is evaluated 
through attribution, complementarity, justifiability, evidence-based medicine, and emergency guidance.

Treatment quality focuses on treatment descriptions and is assessed using six sub-criteria: treatment works 
(mechanism of action), benefits, risks, impact on quality of life, consequences of no treatment, and areas of 
uncertainty.

The dimensions are scored using a binary scheme (0 = no information provided; 1 = information provided), 
whereas treatment descriptions are rated on a 5-point Likert scale, with higher scores reflecting greater detail. 
This structured scoring system offers a transparent framework for evaluating, together, the trustworthiness and 
ethical quality of health information. Additional information on these quality dimensions can be found in30, and 
the associated dataset is described in31.

Quality score aggregation and labeling procedure
Each webpage was assessed based on three groups of quality criteria: source quality, content trustworthiness, 
and treatment quality30. All source quality and content trustworthiness criteria were scored using a binary scale, 
where a value of 1 means the criterion was met and 0 means it was not. Each of these criteria was given equal 
weight. Treatment quality was assessed separately across six sub-criteria: Treatment Works, benefits, risks, impact 
on quality of life, consequences of no treatment, and areas of uncertainty. Each sub-criterion was evaluated 
using a 5-point scale, where a score of 1 signifies that no description was provided, and a score of 5 represents a 
thorough and detailed explanation. Additional information about the dataset can be found in31.

The raw quality score for each webpage was calculated as the total of all binary source and content 
trustworthiness scores, plus the total of the six treatment sub-criteria scores. No differential weighting was used; 
all binary criteria had equal weight (1), while treatment criteria contributed based on their assigned 1–5 scores. 
Because the dataset has a wide range of quality scores, the raw total quality score was first log-transformed to 
reduce the effect of extreme values. The scores were then rescaled using min-max normalization to create a final 
normalized quality score between 0 and 1. A fixed global threshold of 0.5 was then applied to assign binary class 
labels. Webpages with normalized scores of 0.5 or above were classified as high quality, while those with scores 
below 0.5 were classified as low quality.

Fig. 4.  Statistical features of text for quality prediction.
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Dataset characteristics and preprocessing
The dataset consists of 369 web pages (73.36%) classified as very low quality, while 134 (26.64%) were classified 
as high quality. This distribution is noticeably imbalanced, with most low-quality pages compared to a smaller 
yet significant subset of high-quality pages. Such an imbalance affects the training of predictive models. As a 
result, we used back-translation as an oversampling technique on the training set using the Deep Translator 
Python library, which has been shown to generate high-quality data55, among other techniques discussed later 
in this section.

We used AraBART56 to summarise the web page content to a maximum of 512 tokens, corresponding to the 
BERT model’s token limit. Furthermore, the AraBERT preprocessor57 was used to clean the dataset by performing 
essential preprocessing steps, including removing diacritics (Tashkeel), standardizing Arabic characters to a 
uniform format, and eliminating special symbols and punctuation. This process ensured the Arabic text was 
consistently formatted for subsequent input into the enhanced Arabic BERT models. Additional details about 
the dataset are presented in Table 1.

To perform data augmentation in the training data, the dataset was split into 70% for training and 30% for 
testing. Accordingly, the training set consisted of 256 low-quality and 96 high-quality web pages, while the test 
set comprised 113 low-quality and 38 high-quality web pages.

Following recent recommendations on bias reduction and fairness in machine learning and assessment 
practices58,59, we applied oversampling with three augmentation strategies: paraphrasing60, back-translation61 
using the Deep Translator Python library, and a combined approach that included random word insertion, 
sentence shuffling, synonym insertion, and synonym replacement62. After augmentation, the training dataset 
consisted of 512 samples, balanced equally between 256 high-quality and 256 low-quality web pages. Figure 5 
illustrates the point at which our techniques are applied.

Finally, the dataset was divided into training and test sets using two techniques: a train-test split with 70% 
for training and 30% for testing, and k-fold cross-validation with � � � or � � ��, depending on the model 
architecture. To prevent data leakage, the augmentation pipeline was applied exclusively to the training data, 
ensuring that each original sample and its augmented versions remained within the same fold during cross-
validation. For more detailed information, refer to Fig. 6.

Fig. 5.  Illustration of where oversampling techniques such as paraphrasing, randaugment, and back-
translation are applied within the text processing pipeline.

 

Topic Number of samples Number of sent Number of words Number of tokens

Heart Disease 113 5,114 124,907 157,353

Blood Pressure 112 5,370 122,722 146,448

Strokes 96 4,936 116,114 142,372

Heart Attack Treatment 75 4,213 99,482 125,857

Blood Pressure Treatment 57 2,536 63,954 76,832

Strokes Treatment 50 2,920 67,577 83,170

Table 1.  Overview of the dataset categorized by health topics.
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Models
This study developed five distinct models using various feature-extraction and weighting techniques. First, we 
discuss the vector representation step for all documents. Second, we describe the two models that employ ICA 
and PCA feature weighting, including the UMAP model, which is used to validate the results of both ICA and 
PCA. Third, we discuss the model employing a modified categorical cross-entropy loss function with an entropy-
penalized term to enhance model performance. Finally, we present an enhanced Arabic BERT model trained 
on medical data, which leverages specialized training to improve performance in medical text classification. 
Furthermore, the study’s experimental setup employs PyTorch63 to implement the neural network models. The 
experimental setup varies depending on the proposed modeling approach. The following sections discuss the 
hyperparameters applied, including the optimizer, learning rate, batch size, and regularization techniques. In 
our experiments, we selected the model parameters based on empirical tuning and performance evaluations.

Vector representation of the health documents
Before discussing the proposed models, we generated the vector representations of the health documents using 
Arabic BERT64, as illustrated in Fig. 7. Each page �� content in the set � includes source quality criteria, treatment 
quality criteria, and trustworthiness criteria as proposed in a recent article30.

The main objective is to obtain a vector representation of each webpage feature by passing through Arabic 
BERT models using the previous components. In a formal context, when considering an input web page 
� � ���� ��� ��� ���� ���, Arabic BERT creates a vector representation for each input, denoted as �� Where 
�� � ����, where �  represents the number of tokens per webpage, which equals 512 the maximum number 
of tokens, and �  represents the number of features for each token as shown in the matrices 1 which equal 768 
in Arabic BERT represented as �� � ��������.

The transformation of text into vector representations captures semantic relationships and contextual 
information related to the quality dimensions, reflecting the ethical human values targeted by this study.

Fig. 7.  The transformation of web pages to vector representation.

 

Fig. 6.  Illustration of k-fold cross-validation, where k is set to 5 or 10 based on the model complexity.
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ICA-PCA proposed models with UMAP validation
BERT embeddings are designed to transform high-dimensional, context-rich representations into more 
discriminative and compact features for classification. They often produce embeddings with significant 
redundancy and correlation among features49. Our proposed solution leverages PCA and ICA, among other 
techniques, to enhance the BERT architecture designed to address these issues. The primary objective of these 
models is dimension reduction and source separation in the feature space generated by Arabic BERT in the 
previous step, as shown in Fig. 8. This step determines a weighted combination of the matrix features generated 
by Arabic BERT for each document.

The goal is to find the linear weighted combination that produces a reduced matrix while retaining the 
maximum amount of relevant information.

The first method is PCA65, which determines the directions along which the most variance is present by 
considering that the features with the highest variance are the most relevant, using the second statistical moment.

The PCA equation 3, which is the solution of the objective function 2, can be understood as expressing the 
equality between the left side, which involves the product of principal components (W) and eigenvalues (�), and 
the right side, where the covariance matrix (C) is multiplied by the principal components.

PCA aims to discover a weight vector � so that, upon projecting the data onto it, the resulting principal 
component can account for the maximum possible variance while keeping its length equal to one (i.e., a unit 
vector). This is crucial because maximizing the variance explained by the projection guarantees that the principal 
component effectively captures the most significant information within the health information dataset.

	
� �

����
���

� (2)

	 �� � � �� (3)

The second method for reweighting features produced by Arabic BERT involves implementing the FastICA66. The 
primary objective of the ICA algorithm is to identify distinctive semantic components that capture meaningful 
information about the documents in the embedding space.

This algorithm rotates the axes to minimize the amount of shared information. It effectively rotates the 
embedding axes so that the components are as independent as possible by minimizing mutual information. In 

Fig. 8.  Transformation of web page vector representations to an ICA-PCA vector space.
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contrast, PCA removes linear dependencies among features, while preserving shared information more than 
ICA does.

The pooling layer for both PCA and ICA (See Figs. 9 and 10), which is the final layer before the classification 
layer, contains several components designed to leverage the knowledge generated in the preceding steps.

First, we apply mean pooling to the token embeddings, using the attention mask to ignore padded tokens. 
This produces a single 768-dimensional vector representing the 512-token sequence of health-related web pages.

Second, after computing the meaning-pooling representation for all samples, we apply PCA or ICA to obtain 
reduced vector representations of the web pages. This step learns a transformation that either captures the 
directions of most significant variance (in the case of PCA) or identifies statistically independent components 
(in the case of ICA).

Third, after dimensionality reduction, the feature vectors pass through a fully connected feed-forward layer 
followed by a batch normalization layer, which normalizes the activations and reduces internal covariance shift 
during training.

Finally, the enhanced feature vectors are passed through a Leaky ReLU activation function and fed into the 
classification layer to predict the quality of the health information.

The Arabic BERT architecture used in these models and the proposed Information Entropy model (discussed 
in the next section) is based on the base version of Arabic-BERT64. The configuration includes 12 transformer 
encoder blocks, each with 12 attention heads and a single feed-forward network for classification. The model 
supports a maximum input length of 512 tokens and has 768 hidden dimensions, resulting in approximately 110 
million parameters.

To train the PCA-proposed model effectively, the AdamW optimizer was employed with a learning rate of 
� � ����, a batch size of 16, and 25 epochs. The learning rate value was selected according to the grid search 
range �� � ����� � � �����. To prevent overfitting and ensure the Arabic-BERT model generalizes effectively 
to the test set, L1 regularization was applied with a coefficient of ��� � ���, selected from the grid search range 
�� � ���� � � ����. A moderate L1 regularization coefficient was chosen to encourage sparsity in the feature 

Fig. 10.  Transforming learned representations of BERT features for classification.

 

Fig. 9.  Detailed workflow for transforming BERT’s learned representations for classification tasks.
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space and improve model stability and generalization. Furthermore, an early stopping technique was employed 
with a patience of 5,a minimum improvement delta of 0, and automatic restoration of the best weights.

The PCA-proposed model also uses 5-fold stratified cross-validation to train and test the model while 
calculating various metrics, including Train Accuracy, Test Accuracy, Test Loss, and Test Entropy. In each 
fold, the data is split into 80% for training and 20% for testing. The model’s performance is evaluated based on 
the average metric scores obtained across the testing sets in the last epoch of all five folds. For more detailed 
information about Cross-Validation, refer to Fig. 6.

Finally, the number of features (PCA components) and the number of hidden layers were determined using 
a grid search within a predefined parameter space. The components were tested with values of 100, 200, 300, 
400, and 500, while the number of layers was tested at 1, 2, and 3. For more detailed information, refer to Fig.11

For training the ICA-proposed model, the AdamW optimizer was selected with a learning rate of 
� � ����, within the grid search range �� � ����� � � �����, along with a batch size of 4 and 50 epochs. To 
prevent overfitting and enhance the generalization of the ICA-proposed model to the test set, L1 regularization 
was applied with a coefficient of � � ���, selected from the range �� � ���� � � ����. A relatively stronger 
L1 regularization was used to suppress noisy or redundant ICA components and improve feature robustness. 
Additionally, weight decay regularization was employed with a coefficient of � � ���, chosen from the same 
range, instead of applying the early stopping technique. The hyperparameters for both models were determined 
through experimental evaluation.

Due to the small batch size required for optimal ICA component optimization and the sensitivity of the 
FastICA-based feature weighting process, which resulted in instability, including inconsistent convergence 
and high performance variance across folds, ICA was omitted from the final k-fold comparison to maintain 
methodological reliability and to prevent presenting unreliable results that could be considered an exploratory 
model.

The number of features (ICA components) and the number of hidden layers were determined using a grid 
search within a predefined parameter space. The components were tested with 100, 200, 300, and 400 values, 
while the number of layers was tested with 1, 2, and 3. For more detailed information, refer to Fig. 12.

Finally, to validate the embedding representation of the health-related web pages obtained from PCA and 
ICA, we additionally applied the Uniform Manifold Approximation and Projection (UMAP) algorithm51–53, a 
non-linear dimensionality reduction method designed to preserve both local and global structures of the dataset.

Fig. 12.  Layer-wise analysis of loss and accuracy relative to features(ICA_components) count.

 

Fig. 11.  Layer-wise analysis of loss and accuracy relative to features (PCA_components) count.
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UMAP operates by constructing a graph that captures the relationships within the high-dimensional data 
and then identifies a low-dimensional embedding in which the graph structure closely approximates that of the 
original high-dimensional space53. This is accomplished by optimizing a cross-entropy objective function (as 
shown in Equation 4) between the fuzzy topological representations of the data in both spaces.
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The UMAP proposed model integrates the Uniform Manifold Approximation and Projection (UMAP) as a 
non-parametric dimensionality reduction technique applied to the contextual embeddings generated by the 
Arabic BERT model. UMAP was used to project the high-dimensional embedding space into a compact 
latent representation while preserving local and global semantic structures. The reduced UMAP features were 
then fed into a downstream classification model trained using the AdamW optimizer with a learning rate of 
� � ����, selected from the grid search range �� � ����� � � �����, a batch size of 16, and 50 epochs. To 
prevent overfitting, L1 regularization and weight decay were applied with coefficients of � � ���, both chosen 
from the range �� � ���� � � ����. Early stopping was employed with a patience of 5, a minimum improvement 
delta of 0, and automatic restoration of the best-performing weights.

Information entropy proposed model
The study employed a modified categorical cross-entropy Loss with an entropy-penalized term as the objective 
function. Combining these terms primarily encourages the model to make more accurate predictions, increase 
its confidence, and eliminate features that contribute to increased model uncertainty. This approach ensures 
reliable certainty and calibration in health information quality prediction tasks.

The model incorporates information entropy as a learning parameter to enhance its certainty by including it 
as an extra term in the loss function (5). The entropy term ���� in Equation (5) is computed for each sample and 
then averaged across the batch, ensuring that the regularization operates at the batch level during training. During 
the forward pass, if certain features negatively impact the model’s certainty, their influence is minimized by 
reducing their corresponding weights toward zero, as shown in Fig. 13. The figure shows a negative relationship, 
illustrating how weights diminish as entropy approaches 1. This process enables the model to optimize the 
feature selection and weighting to maximize certainty by reducing reliance on high-entropy Features. More 
precisely, all trainable parameters in the encoder are updated during the backward pass, including the two main 
components: multi-head self-attention and feedforward neural networks, as shown in Fig. 14.

Fig. 13.  Impact of integrating entropy on model weight distribution.
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To implement this model, the training process utilised the AdamW optimiser with a learning rate of � � ����, 
and a batch size of 16 was used for training over 3 epochs. To prevent overfitting and enhance the generalisation 
of the Arabic-BERT model to the test set, weight decay regularisation was used with a lambda value of � � ����.

To further optimize the performance of the proposed model, a grid search over a predefined parameter space, 
including the values � � ����� � � ����� � � ����� and � � ����, was conducted to determine the best � 
values influencing the entropy term (5).

The Entropy-proposed and base models were also tested using 10-fold stratified cross-validation while 
calculating various metrics, including Train Accuracy, Test Accuracy, Test Loss, and Test Entropy. In each 
fold, the data is split into 90% for training and 10% for testing. The model’s performance is evaluated based on 
the average metric scores obtained across the testing sets in the last epoch of all ten folds. For more detailed 
information about Cross-Validation, refer to Fig. 6.

Contextual representations in Arabic medical text
The literature review19 identified one major problem related to word representation. The studies used word 
embeddings trained on general or scientific medical text, which could lead to poor performance67,68.

The primary purpose of this proposed model is to check the effect of enhanced word representations, 
including different health information distributions, Medical books and Medical web pages from the internet, on 
model certainty and calibration. The process of building this proposed model consists of five components. First, 
word collection is performed to identify suitable keywords for creating the dataset. Second, the data undergoes 
a cleaning and normalisation process. Third, the dataset is prepared for training and testing the model. Fourth, 
the architecture of the proposed model is developed. Finally, the pretraining techniques are applied.

First, Keyword variation is vital in ensuring accurate and representative health information in Arabic and 
producing unbiased pre-trained deep learning models69. The study employed a systematic data collection 
method through surveys, academic literature, and advanced language models(ChatGPT)70. ChatGPT produced 
the highest number of keywords compared to the survey and the literature, as shown in Fig. 15. More details 
about the collected keywords are as follows: 

	1.	 The study conducted a survey to gather keywords from more than 30 medical experts across 15 different 
fields.

	2.	 The study gathered keywords from the literature of seven different studies71–77.
	3.	 As several studies have explored the application and benefits of artificial intelligence and large language mod-

els in public health78–80. ChatGPT can be a valuable resource for individuals and societies seeking to make 
informed decisions about their health79,80, as cited in78.We requested ChatGPT, a language processing tool, 
to act as an Arabic medical expert and provide relevant keywords for 30 medical fields to facilitate online 
searching. The ChatGPT prompt we used: You act as a health expert in Arabic. Can you provide guidance on 
30 different medical fields and recommend 10 appropriate keywords for online health information searches?

Following the collection of the keywords, a medical expert assessed them for suitability and implemented the 
necessary adjustments. Supplementary File A contains a sample of the collected keywords, while Supplementary 
File B provides the questionnaire used in their collection.

Fig. 14.  Adjust the weights based on the information entropy.
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Second, this study used several data cleaning and normalisation tools to convert raw data into a format 
suitable for model pre-training. The WebBootCaT Tool81 Part of Sketch Engine82 corpora collection tools were 
used to eliminate irrelevant content, including HTML tags, web scripts, and advertisements. Furthermore, for 
text normalisation and removing the special characters, we used the AraBERT preprocessor57.

Third, the dataset statistics: the final corpus contains 5,112,553 sentences and 119,377,101 words. The corpus 
was divided into 95 text files, with sentences separated by lines. The dataset was split into training and testing 
sets, with 80% allocated for training and 20% for testing.

Fourth, the model architecture for the MArBERT proposed model, which stands for Medical Arabic BERT, is 
based on the medium version of Arabic-BERT64. The configuration includes 8 transformer encoder blocks, each 
with 8 attention heads and a single feed-forward network. The model supports a maximum input length of 512 
tokens and has 512 hidden dimensions, resulting in approximately 42 million parameters. Figure 16 provides 
additional information regarding the Architecture.

Finally, to ensure proper pre-training of MArBERT, it is important to follow the original steps of Arabic 
BERT. First, for MARBERT pretraining, we utilised Masked Language Modelling (MLM) and Next Sentence 
Prediction (NSP). The MLM technique helps models learn word relationships in the corpus, where 15% of the 
input tokens are chosen for replacement.

The strategy to replace the masked token is as follows: 80% is replaced with the [MASK] token, 10% with a 
random token, and 10% with the original token. Additionally, we incorporated Next Sentence Prediction (NSP) 
to enable the language model to learn relationships between sentences, which are not used in the base model.

To implement this model, the training process utilised the AdamW optimiser with a learning rate of 
� � ����, and a batch size of 16 was used for training over 15 epochs.

To prevent overfitting and enhance the generalisation of the Arabic-BERT model to the test set, weight 
decay regularisation was used with a lambda value of � � ����. Furthermore, an early stopping technique was 
employed with the following parameters: patience of 5, a minimum improvement delta of � � ����, and the 
restoration of the best weights.

Fig. 16.  The MArBERT model architecture.

 

Fig. 15.  Number of collected keywords with source.
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Model performance evaluation
This study used several metrics to measure model performance, including Accuracy, Recall, Precision, and F1-
score.Each of these metrics provides insights into a specific aspect of model performance, and together, they 
offer a comprehensive evaluation of the model. Additionally, this study introduces three metrics that have not 
been previously used in related research.

The first is the Matthews Correlation Coefficient, which is particularly effective for providing a balanced 
measurement in binary classification, especially when the dataset is imbalanced, a common scenario in health 
information quality assessment.

The second metric is Expected Calibration Error (ECE)83, a widely used measure in machine learning for 
assessing the calibration of predictive models. Calibration refers to the degree to which a model’s predicted 
probabilities align with the observed likelihood of events. Expected Calibration Error (ECE) was computed for 
binary classification using equal-width binning of predicted probabilities into 10 bins over the interval [0, 1]. 
For each bin, we computed the absolute difference between the mean predicted probability (confidence) and the 
empirical frequency of the target class. The final ECE was obtained as a weighted average of these differences, 
where weights correspond to the proportion of samples in each bin, ignoring empty bins.

We report class-conditional ECE separately for high-quality and low-quality classes. For each class, calibration 
was computed using predicted probabilities for that class, treating it as the positive class. Specifically, the same 
ECE formulation was applied to each class by adjusting the target labels accordingly. Model probabilities were 
obtained directly from the sigmoid output without additional post-hoc calibration. ECE is defined as:
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where �� represents the set of samples in bin m, ���� denotes the number of samples in bin m, n is the total 
number of samples, m denotes the bin index, ������� is the empirical accuracy of bin m, and �������� is the 
mean predicted probability (confidence) in bin m.

The Entropy metric quantifies the model’s certainty. When entropy is close to zero, the model is confident in 
its predictions; however, higher entropy values indicate greater uncertainty, with a maximum of one signifying 
complete uncertainty.

Finally, the dataset was encoded with 0 representing the low-quality class and 1 representing the high-quality 
class. In line with the standard convention, the high-quality class (label 1) is treated as the positive class when 
computing evaluation metrics such as precision, recall, and F1-score. This ensures that precision and recall 
reflect the model’s ability to correctly distinguish high-quality health information from low-quality content.

Results
In this section, the experimental results are presented. First, the results of the data augmentation techniques are 
discussed. Second, the effect of the feature extraction techniques on the feature space is examined. Finally, the 
performance of the proposed models is compared using various metrics, including certainty and calibration 
measures.

Data augmentation techniques results
This section presents the results of the data augmentation techniques. It evaluates the model’s ability to distinguish 
between two categories, high-quality and low-quality classes, using the base version of Arabic-BERT64, which 
is described in detail in the Methods section. We examined three augmentation methods: Paraphrasing, 
RandAugment, and Back-Translation, evaluating their effectiveness using metrics such as accuracy, F1 score, 
precision, and recall. Unlike other sampling methods, such as SMOTE84 and ADASYN85, which are applied to 
word embeddings rather than raw text, this approach provides only limited linguistic variation.

The back-translation technique delivered the best results, achieving 87% accuracy and an F1 score of 84%. 
Paraphrasing was nearly as effective, with an accuracy of 0.86% and an F1 score of 82%. RandAugment had the 
lowest performance, achieving an accuracy of 84% and an F1 score of 79%.

For further discussion, the model’s performance with back-translated data showed a relatively small 
discrepancy of 11.32% (90.27% vs. 78.95%). In contrast, paraphrased data resulted in a larger gap of 13.6% 
(89.3% vs. 75.7%). Nevertheless, performance across both paraphrasing and back-translation techniques 
remained relatively balanced across all evaluation metrics.

The model’s performance with RandAugment varied notably across quality classes. It achieved 87.8% 
accuracy in the low-quality class, whereas in the high-quality class, the accuracy dropped to 71.2%, resulting in 
a 16.6% point gap.

In conclusion, back-translation data augmentation shows the most stable results, achieving the highest 
accuracy and F1 score while reducing differences between high- and low-quality classes, making it the most 
suitable choice for training all the models used in this study. Nevertheless, the discrepancy between low- and 
high-quality classes cannot be fully resolved by data augmentation alone; therefore, we propose complementary 
approaches, such as ICA, PCA, and an entropy model, to address this issue.

Impact of ICA, PCA, and UMAP on data space
The implementation of ICA, PCA, and UMAP enhanced the data space representation, making it more effective 
for the proposed models to learn. Consequently, the PCA model showed the strongest performance among 
the proposed models, achieving outcomes that were comparable to, or slightly higher than, the average human 
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performance of 94.3% reported in this systematic review19, as well as the human performance estimated for this 
dataset31, as further detailed in the following section.

As shown in Fig. 17, the PCA feature space helps to form two distinct clusters. However, these clusters do 
not correspond to the original classes (high-quality and low-quality health information). The primary purpose 
of feature extraction techniques like PCA is to separate data based on maximum variance, while ICA aims to 
reduce shared information among features. The ICA produces a similar effect; however, some overlap remains 
between the two classes, as shown in Fig. 18.

UMAP, in contrast, is employed as a nonlinear dimensionality reduction method that preserves both local 
and global data structures, serving as a validation step for the linear approach. The results obtained with UMAP 
were highly similar to those of PCA, showing clear separation between the two classes, as illustrated in Fig. 19. 
However, the UMAP reduction appeared to introduce three distinct clusters, rather than the clear two-class 
structure observed with ICA and PCA.

In conclusion, the results demonstrated the effectiveness of PCA and ICA in reducing dimensionality and 
enhancing class separation. Although a significant improvement in separation was observed, some overlap 
remained, particularly with ICA. This remaining overlap is expected, considering the substantial overlap of 
features in the original feature space as shown in Fig. 20.

Performance evaluation of proposed models
We compared the performance of the five trained models (Base Model, Entropy Model, ICA Model, PCA Model, 
and Medical Enhanced Model) using the train-test split or k-fold cross-validation, evaluated with various 
performance metrics (Table 2, Fig. 21).

Overall, as shown in Fig. 21, the PCA_Model achieves the highest scores across all metrics, except for recall. 
This indicates a slight weakness in identifying positive samples, which, in our case, correspond to high-quality 
health information, as defined in the Methods section. Nevertheless, the PCA_Model achieves the highest �� 
score (91) and MCC (82), demonstrating that the model provides balanced performance across both classes, as 
further supported by the results in Table 2.

Regarding the Recall metric, the Entropy_Model achieves the highest score of 89, demonstrating its 
exceptional performance in identifying positive samples and showing that the model does not have a basis in 

Fig. 18.  Effect of ICA on data space representation.

 

Fig. 17.  Effect of PCA on data space representation.
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predicting the negative class very often. The Medical Enhanced Model follows closely, achieving a recall value of 
87. Finally, the ICA Model achieved the lowest recall, indicating that it is the weakest of the proposed models at 
identifying positive samples.

Almost all models outperformed the base model in terms of ��, accuracy, and MCC. The PCA_Model 
achieved the highest scores, with an �� score of 91, an accuracy of 93, and an MCC of 82, followed closely by the 
ICA model and the Entropy_Model, with a slight margin of difference.

Model Train Acc Train SD Test Acc Test SD Loss Loss SD Entropy Entropy SD Class0 Acc Class0 SD Class1 Acc Class1 SD

Base_Model 91 ±.01 86 ±.06 0.36 ±.11 0.34 ±.03 83.17 ±9.74 88.60 ±4.99

Entropy_Model 93 ±.01 84 ±.05 0.37 ±.08 0.38 ±.03 76.52 ±8.09 91.77 ±5.79

PCA_Model 94.8 ±.90 94.7 ±2.51 0.18 ±.00 0.32 ±.04 95.29 ±3.19 94.16 ±3.20

Medical_Enhanced_Model 95 ±.01 86 ±.05 0.32 ±.05 0.36 ±.01 81.22 ±9.03 91.43 ±3.56

Table 2.  K_Fold performance metrics for the proposed models.

 

Fig. 20.  Representation of class clusters in the data space.

 

Fig. 19.  Effect of UMAP on data space representation.
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Finally, regarding the k-fold cross-validation results presented in Table  2. The PCA model demonstrates 
consistently high performance across all measured metrics, while other models show competitive results in 
specific individual metrics. Interestingly, the base model performs slightly better on a few metrics than the 
proposed models. Nevertheless, the proposed model demonstrates distinct advantages over the base model in 
overall performance.

Assessment of model uncertainty and calibration
To evaluate the uncertainty and calibration of the models, this study employs five key metrics: ECE_High 
(Expected Calibration Error for high-quality information),ECE_Low (Expected Calibration Error for low-
quality information), Test_Entropy, AC_Correct_Predictions (average confidence for correct predictions), and 
AC_Incorrect_Predictions (average confidence for incorrect predictions), as illustrated in Fig. 22.

Regarding ECE_High, the ICA_Model achieves the highest Expected Calibration Error with a score of 0.80, 
followed closely by the Medical_Enhanced_Model with a score of 0.77 and the PCA_Model with a score of 0.71. 
Interestingly, the Base Model achieves the lowest Calibration Error of 0.14, followed closely by the Entropy_
Model, with a score of 0.19.

For ECE_Low, the Base_Model achieves the highest Expected Calibration Error (ECE) score of 0.20, followed 
closely by the Entropy_Model and the Medical Enhanced Model, each with a score of 0.18. The ICA_Model and 
PCA_Model achieved the lowest Expected Calibration Error, with scores of 0.05 and 0.12, respectively.

Overall, the results indicate that calibration performance varied across model architectures. The calibration 
improvement was class-dependent: PCA and ICA performed better for low-quality predictions, and Base 

Fig. 22.  Comparison of the performance of proposed models in terms of uncertainty and calibration.

 

Fig. 21.  Comparison of proposed models’ performance.
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performed better for high-quality ones; however, the Entropy-based model achieved balanced performance 
across both classes, with ECE_High = 0.19 and ECE_Low = 0.18, indicating its robustness in maintaining 
consistent calibration.

The results of the entropy metric showed variation across the different models, with the ICA_Model and 
PCA_Model obtaining the lowest entropy scores of 0.12 and 0.19, respectively. These results are noticeable in 
the probability distributions for class predictions, as shown in Figs. 25 and 26. In contrast, the Base_Model 
and Entropy_Model achieved the highest score of 0.35, as apparent in the probability distributions for class 
predictions 23. The Medical_Enhanced_Model demonstrated moderate performance, scoring 0.29. As illustrated 
in Fig. 24, the Entropy_Model produces smoother probability transitions and fewer extreme (0 or 1) predictions 
than other models, particularly around the class decision boundary. This indicates more stable prediction 
behavior and reduced abrupt confidence changes for both high- and low-quality samples.

In the Figs. 23, 24, 25, and 26, the Y-axis represents the probability of assigning a sample to the high-quality 
(blue) or low-quality (orange) class. At the same time, the X-axis (Sample Index) groups individual samples into 
high-quality and low-quality classes based on their actual labels.

The test dataset contains 30% of the total web page samples, including 38 high-quality web pages shown 
in the first part of the Figure and 113 low-quality web pages in the second part. The model will output two 
probabilities for each webpage, corresponding to high-quality and low-quality classifications.

The ideal model with zero entropy would assign a probability of 1 to all 38 high-quality web pages presented 
in the first part of the Figs. 23, 24, 25, and 26, and a probability of 0 to the remaining 133 web pages. Conversely, 
in the second part, the model would assign a probability of 1 to the 133 low-quality web pages and a probability 
of 0 to the 38 high-quality web pages. The results indicate that these models still produce reliable results despite 
some uncertainty in identifying high-quality content.

The results for model confidence showed that both the ICA_Model and PCA_Model achieved the highest 
Average confidence in correct predictions, but also exhibited the highest confidence in incorrect predictions, 
indicating a tendency toward overconfidence in their predictions.

Fig. 24.  The probability distribution of the medical enhanced model for the two classes.

 

Fig. 23.  The predicted probabilities of the Entropy Model for both classes show smoother transitions and 
fewer extreme predictions compared with other models.

 

Scientific Reports |        (2026) 16:12434 18| https://doi.org/10.1038/s41598-026-43158-8

www.nature.com/scientificreports/



The Base_Model and Entropy_Model achieved similar scores in average confidence for correct predictions. 
However, the Entropy_Model had the lowest average confidence for incorrect predictions, making it a less 
overconfident model.

Finally, the Medical_Enhanced_Model demonstrated the best performance among all the models, achieving 
an average confidence of 0.91 for correct predictions and 0.69 for incorrect predictions. This indicates a clear 
separation in confidence between correct and incorrect predictions, as illustrated in Fig. 27.

Per-class performance comparison of proposed models
Figure  28 presents a comparative analysis of the classification performance of the five proposed models: 
Base_Model, Entropy_Model, ICA_Model, PCA_Model, and Medical_Enhanced_Model, on both low-quality 
and high-quality health information classes, using the training and testing splits. For the cross-validation 
performance, refer to Table 2. The results indicate that ICA_Model achieved the highest accuracy of 97.3% for 
the low-quality class, followed by PCA_Model 96.46%, while the Base_Model showed the lowest accuracy of 
90.27%. On the other hand, for the high-quality class, the Entropy_Model demonstrated the best performance 
with an accuracy of 89.4%, outperforming the other proposed models, whereas ICA_Model had the lowest 
accuracy of 76.3%. These findings suggest that feature weighting techniques, such as entropy, ICA, and PCA, 
have varying contributions to the prediction task, underscoring the trade-offs in accuracy between low and 
high-quality health information detection.

The Entropy_Model provided the most balanced performance across both low-quality and high-quality 
classes. It achieved 92.04% accuracy for the low-quality class and 89.4% accuracy for the high-quality class, 
showing relatively high scores for both classes without extreme variations. In contrast, the ICA_Model, while 
excelling in low-quality class 97.3%, performed the worst in high-quality class 76.3%, indicating an imbalanced 
performance.

In summary, the analysis highlights that some of the proposed models showed unbalanced performance in 
classifying low and high quality information, except for Entropy_Model and Medical_Enhanced_Model, which 
achieved the most balanced performance. Therefore, these models are preferable for applications that require 
consistent classification accuracy for both low and high quality health information classes.

Fig. 26.  The probability distribution of the PCA model for the two classes.

 

Fig. 25.  The probability distribution of the ICA model for the two classes.
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Error analysis
The error rates resulting from the per-class accuracy analysis, as shown in Fig.  28, indicate that most 
misclassifications occurred in the high-quality health information class, with error rates ranging from 10.6% to 
23.7%. In contrast, the low-quality health information class consistently showed error rates below 10% across 
all models. The prediction probability distributions in Figs. 23, 24, 25, and 26 further confirmed this imbalance. 
While predictions for low-quality webpages were consistently confident, with probabilities clustering near 1.0, 
predictions for high-quality webpages showed little variability, with many errors occurring near the decision 
threshold of 0.5. A smaller subset of overconfident errors, caused by assigning confidence levels greater than 
0.9 to the wrong class, highlights the importance of verifying outputs with human guidance in real-world 

Fig. 28.  Evaluating proposed model performance on a per-class basis.

 

Fig. 27.  Confidence distribution histograms for correct and incorrect Prediction.
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applications.S uch misclassifications can have practical implications, as incorrect labeling of high-quality content 
may discourage users from trusting reliable medical advice. Conversely, overconfident predictions on low-
quality webpages could mislead consumers into accepting inaccurate or unsafe health information, emphasizing 
the societal importance of accurate and well-calibrated AI systems in health contexts.

Non-linear embedding results with UMAP
The proposed UMAP model achieved an accuracy of 81% with an F1-score of 0.77, indicating balanced 
performance across classes. Calibration analysis revealed moderate reliability, with lower calibration error for 
low-quality health information predictions (ECE = 0.20) than for high-quality health information predictions 
(ECE = 0.46). The 5-fold cross-validation confirmed the model stability, with an average training accuracy 
of 75.65% (std = 1.54) and test accuracy of 75.0% (std = 3.91). Moreover, the average confidence for correct 
predictions (0.75) exceeded that for incorrect predictions (0.68), suggesting that the model is generally well-
calibrated.

Discussion
Contribution summary
This paper proposes a solution to enhance the certainty and calibration of deep learning models for predicting 
the quality of health information. Specifically, it investigates five distinct architectures: an enhanced medical 
version of Arabic BERT, two models incorporating feature extraction techniques, including PCA, ICA, and 
UMAP for validation, and a model with modified loss functions integrating information entropy. The results 
demonstrated that these approaches improved the certainty and calibration of health information evaluation, 
surpassing human performance.

Comparative evaluation with prior studies
All cross-paper comparisons are presented for contextual understanding. Since prior studies do not provide the 
prediction-level outputs required to compute confidence intervals or p-values, the reported differences should 
be interpreted as descriptive, non-inferential trends rather than statistically significant improvements.

Our study presents findings that contradict previously reported results. Specifically, we found that 
paraphrasing does not yield the best performance31,86,87. In contrast, back-translation provides better results88 
with these models’ architecture and dataset under the chosen hyperparameters. Nonetheless, both augmentation 
methods yield very close results. RandAugment produced the most suboptimal performance, which may be 
attributed to syntactic or semantic distortions, likely arising from its limited compatibility with Arabic linguistic 
structures87.

Recent machine learning systems are designed to automate tasks traditionally performed by humans, 
and integrating human-level performance into evaluating health information quality offers two crucial 
advantages19,89. First, labelled data can be readily obtained from health professionals. Second, error analysis 
benefits from the intuition and cognitive skills of health specialists.

Human-level error can serve as a proxy for the Bayes error, providing an estimate of the optimal error and 
performance rates19,89. For example24, reports a manual accuracy of 94%, implying an optimal error rate of 6% 
and an optimal model performance of 94% for that dataset. In other words, when a model’s error approaches 
the Bayes error, it indicates performance near the theoretical optimum for the given dataset. Conversely, if the 
model’s error substantially exceeds the Bayes error, this signals the need for further model improvements.

In the context of previous studies22, our proposed PCA-based model achieved an accuracy of 94.7%, which is 
in line with the average human performance level of 94.3% reported in the systematic review22 and on the same 
dataset31. However, it should be emphasized that this comparison is not perfectly one-to-one, since the human 
performance values reported in the systematic review were pooled from multiple datasets and assessment 
frameworks. Therefore, while our results indicate that the proposed model achieves human-comparable 
accuracy, a prospective evaluation on the same datasets with expert human raters is recommended to establish 
a fair and direct comparison. One possible explanation for this result is that the PCA feature space enables the 
model to clearly distinguish between high and low quality health information.

PCA model achieved the best performance, with an accuracy of 94.7% and an F1 score of 0.91. It demonstrated 
strong calibration for low-quality health information cases but showed slightly higher error in high-quality 
predictions. In cross-validation, PCA maintained strong performance across both classes, as presented in 
Table 2. ICA model performed similarly, with an accuracy of 0.92 and an F1 score of 0.89, showing excellent 
calibration for low-quality cases but slight underperformance in high-quality cases. UMAP model achieved 
0.81% accuracy and an F1 score of 0.77%. While its overall accuracy was lower than PCA and ICA, it provided 
balanced precision-recall trade-offs, with an ECE of 0.20 for low-quality cases and 0.46 for high-quality cases, 
making it a useful nonlinear alternative despite lower F1 performance.

Our study confirms that no prior research aligns closely with our methodology, apart from similarities 
in dataset language and the application of deep learning approaches20. Notably, our best-performing model 
surpasses previous work, which reported an accuracy of 79% and an F1 score of 77%, by achieving 94.7% 
accuracy and a 91% F1 score, with respective improvements of 17.7% and 14% on the training and test splits.

The study25 proposed an automated classification of webpages about early childhood vaccination, reporting 
F1 scores of 0.54–0.86.54.86 for unreliable information and 0.82–0.91.82.91 for reliable information, with 
human performance at 96%. Another study24, which evaluated the quality of online health information using 
hierarchical encoder attention-based neural networks (HEABERT), achieved average F1-macro scores of 
0.75(HEABERT), 0.74 with BioBERT, and 0.69 with Random Forest, with overall accuracies ranging from 81% 
to 86%, comparable to human performance of 94%. Finally, the study26 evaluating online health information for 
older adults regarding Alzheimer’s disease reported an F1 score of 90% and human performance of 93%.
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Our method surpasses previous approaches, with the best models achieving 94.7% accuracy and an F1 
score of 91%. In distinguishing between reliable and unreliable health information, the top-performing model 
achieved 95.29% accuracy for unreliable information and 94.16% for reliable information. These results represent 
improvements of approximately 9.29% in accuracy over the best unreliable classification and 3.16% over the best 
reliable classification reported in25, 17% in F1 over BioBERT in24, and 1% in F1 over26, while also exceeding 
human-level performance, an achievement not previously reported for this task.

In contrast to previous methods19, our method incorporates quality dimensions that reflect actual human 
values, as demonstrated in this study30. In addition, this investigation introduces, for the first time, an analysis 
of various certainty and calibration metrics, as shown in Fig. 22. Our results indicate that the proposed models 
demonstrate improved performance over the base model, with noticeable gains in certainty and calibration 
metrics.

According to19, using various quality criteria is crucial for addressing the complex aspects of health information 
quality90. Acknowledging that each quality criterion provides unique advantages19. Therefore, this study adopts 
approximately 15 quality dimensions proposed by30, excluding Privacy, Transparency, and Financial Disclosure, 
to comprehensively evaluate the quality of health information. The source quality dimensions focus on assessing 
the trustworthiness of information providers, whereas the content quality criteria examine the accuracy and 
credibility of the information itself.

Contrary to the study by24, our work leverages deep learning to explore the complex knowledge landscape of 
health information quality, generate and test hypotheses across the 15 proposed dimensions, and identify valuable 
combinations90. Unlike the previous study24, which constrained models to learn only specific dimensions, our 
approach includes all quality dimensions as input text without forcing the model to predict them. This allows 
the deep learning model to autonomously discover meaningful combinations and interactions, leveraging its full 
expressive capacity.

None of the previous studies in the literature evaluate the proposed model’s performance on a per-class 
basis, which makes direct comparison with prior work difficult. Nonetheless, the results in Fig. 28 show that 
the proposed models outperform the base model. In terms of error analysis, most errors occurred in the high-
quality health information cases, with error rates ranging from 10% to 23.7%. In contrast, low-quality cases were 
rarely misclassified, with error rates below 10% in the training and test split.

The prediction probability distribution plots further indicate that errors clustered around the 0.5 decision 
threshold, with only a few overconfident misclassifications above 0.9. These findings suggest that probability 
scores can support uncertainty identification in a human-based review. To our knowledge, no previous studies 
have examined these aspects of the models, further limiting the establishment of a direct benchmark for 
comparison. Nonetheless, our best-performing PCA model (Table 2) achieves comparable results for both low 
and high-quality health information, with only a 1.13% difference: 94.16% accuracy for high-quality data and 
95.29% accuracy for low-quality data.

Ethical and AI responsibility considerations
Contrary to the Existing solutions, which rely on limited textual representation features and their associated 
weighting, such as TFIDF20,25, bag-of-words25, or basic word embeddings23,24,27, which fail to capture the 
syntactic and semantic complexity of health information. Our proposed solution uses Principal Component 
Analysis (PCA) and Independent Component Analysis (ICA), among other techniques, to enhance the BERT 
architecture. This approach yields a more informative feature space, improving the model’s calibration and 
predictive certainty, as seen in the results section.

While AI models offer opportunities to enhance the assessment of health information quality, their use also 
raises ethical concerns, particularly regarding bias, misinformation risks, and overreliance on automation.

In this study, the models exhibit a systematic bias toward predicting low-quality rather than high-quality 
health information, primarily due to data imbalance. This finding is consistent with previous studies91–94. 
Moreover, in certain cases, the proposed models produce misclassifications with high confidence, as illustrated 
in Fig.  26, which can be regarded as a form of misinformation–a phenomenon similarly reported in other 
works95–99.

Automation remains one of the most valuable features of AI in healthcare, delivering efficiency gains across 
diverse contexts. Nonetheless, while our study and recent work demonstrate that large language models are 
approaching expert-level performance in specific medical domains, such as ophthalmology100,101, the extensive 
literature supports viewing these tools as augmenting rather than replacing healthcare professionals96,102–104.

Implications and future research
The findings of this study have several significant implications. First, it demonstrated the impact of feature 
weighting techniques, such as PCA and ICA, on model certainty and calibration. Consequently, future 
research could explore alternative feature weighting methods for different aspects of health information quality 
dimensions to comprehensively enhance model certainty and calibration.

Second, the study highlights the importance of improving model certainty and calibration, particularly in 
the context of health information quality, where the risks associated with deployment significantly outweigh the 
potential benefits of deep learning. Future research should focus on developing more robust safety mechanisms 
to effectively implement deep learning models in healthcare applications and externally validating these 
models using diverse datasets to enhance their generalizability and applicability. In light of the class-dependent 
calibration observed in this study, future work could explore class-wise temperature scaling and other adaptive 
calibration approaches to achieve more balanced and reliable probabilistic predictions across classes.

Third, the proposed models hold potential for real-world integration in several ways. First, deployment as 
a browser plug-in could provide users with real-time quality assessments of online health information, helping 
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individuals identify unreliable sources during everyday browsing. Second, embedding these models into search 
engines as ranking mechanisms would prioritize credible, authoritative health information, thereby reducing 
exposure to misleading or low-quality health information. Finally, incorporation into conversational agents or 
health chatbots could enable the delivery of trustworthy recommendations and the identification of suspicious 
content during user interactions.

Finally, the findings of this study highlight the need for introducing a new layer to regulate health information 
quality, particularly for human users and AI-powered devices, as shown in Fig. 2. Future research should focus 
on enhancing this layer by introducing new elements or improving the existing ones.

Limitations
The study has three main limitations, the most significant being the imbalance in the dataset, which is heavily 
skewed toward low-quality web pages, as observed in prior research11,31,75,105–111, which suggested that most of 
the health information provided online is of low quality. This imbalance may limit the model’s generalization 
ability across different quality classes and online contexts. Although the proposed models demonstrate robust 
performance within the evaluated dataset, further external validation is necessary to confirm their stability and 
generalizability. Future research should therefore examine the models using data collected from different time 
periods, alternative search queries, and additional countries or domain types to strengthen the external validity 
of the findings.

The second limitation relates to the assumptions of PCA and ICA. PCA assumes that variance corresponds to 
relevance, but this assumption might not hold for all types of health information, as high variance can sometimes 
represent noise rather than meaningful information. ICA assumes that the underlying signals in the text are 
independent and non-Gaussian. It attempts to reweight the features by reducing the influence of Gaussian 
features in the data, as shown in Figure 29, which corresponds to reweighted features of the original features, 
which initially showed Gaussian-like distributions, as shown in Fig. 30. However, this assumption might also not 
hold for health information.

The third limitation is reducing the document size to 512 tokens to meet Arabic BERT requirements, which 
may result in the loss of some information. Future research could address this limitation using alternative models 
like Longformer, which supports longer input sequences.

Summary and conclusion
In this article, we investigated the effects of various deep-learning models, including an enhanced Arabic 
BERT to improve the vector representation of medical text, feature extraction techniques (PCA and ICA), and 

Fig. 29.  Histograms for the first Four ICA components.
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modified loss functions that incorporate information entropy to improve model certainty and calibration during 
document classification.

Various effective learning methods enable intelligent machines to reduce uncertainty within the knowledge 
space. In this work, we apply two methods influencing the feature space: Independent Component Analysis 
(ICA) and Principal Component Analysis (PCA). Additionally, we incorporate information entropy as a learning 
parameter in the cost function to eliminate features that contribute to increased model uncertainty.

This study used around 15 quality dimensions from the literature, excluding Privacy, Transparency, and 
Financial Disclosure. It thus addresses key aspects of health information quality, including source credibility, 
treatment description, and content trustworthiness, contributing to more reliable health information distribution.

The study’s findings demonstrated promising results, with the PCA-based proposed model outperforming 
all other models, although the alternatives also showed competitive performance. These results suggest the 
potential to improve the regulation of health information quality and to contribute to safer interactions between 
human users and AI-powered technologies. However, further validation, including case studies and real-world 
testing in contexts such as telemedicine, IoT devices, and wearable technologies, is necessary before practical 
deployment can be realized.

Data availability
The data used in this study are available upon request from the first and corresponding authors.
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