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ABSTRACT

The goal of this thesis is to develop a scene relighting and object insertion pipeline
using Neural Radiance Fields (NeRF) to incorporate one or more objects into an
outdoor environment scene. The output is a 3D mesh that embodies decomposed
bidirectional reflectance distribution function (BRDF) characteristics, which
interact with varying light source positions and strengths. To achieve this
objective, the thesis is divided into two sub-tasks.

The first sub-task involves extracting visual information about the outdoor
environment from a sparse set of corresponding images. A neural representation
is constructed, providing a comprehensive understanding of the constituent
elements, such as materials, geometry, illumination, and shadows. The second
sub-task involves generating a neural representation of the inserted object using
either real-world images or synthetic data.

To accomplish these objectives, the thesis draws on existing literature in
computer vision and computer graphics. Different approaches are assessed
to identify their advantages and disadvantages, with detailed descriptions of
the chosen techniques provided, highlighting their functioning to produce the
ultimate outcome.

Overall, this thesis aims to provide a framework for compositing and relighting
that is grounded in NeRF and allows for the seamless integration of objects into
outdoor environments. The outcome of this work has potential applications in
various domains, such as visual effects, gaming, and virtual reality.

Keywords: Computer vision, computer graphics, neural fields, relighting,
compositing
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LIST OF ABBREVIATIONS AND SYMBOLS

3D Three-dimensional

NeRF Neural Radiance Fields

BRDF Bidirectional Reflectance Distribution Function

SVBRDF Spatially-Varying Bidirectional Reflectance Distribution
Function

BSDF Bidirectional Specular Distribution Function

DMTet Deep Marching Tetrahedra

SDF Signed Distance Function

SH Spherical Harmonics

SG Spherical Gaussians

MLP Multi-layer Perceptron

SVM Support Vector Machine

IBR Image-based Rendering

PBR Physically-based Rendering

MSE Mean-Squared Error

StM Structure-from-Motion

PSNR Peak Signal-to-Noise Ratio

SSIM Structural Similarity Index Measure
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1. INTRODUCTION

Scene capturing and decomposition for relighting is a central problem in the computer
vision and computer graphics communities, with numerous applications ranging from
mixed reality (XR) to architecture, product visualization, and game development.
Automating this procedure may contribute to improving accessibility to 3D content
creation, a procedure that is currently limited to technical artists who use a multi-step
pipeline to achieve photo-realistic results.

This problem has been tackled by several methods in the past, where it was
classically done by attempting to reconstruct the 3D scene by methods such as
photogrammetry or image-based rendering, albeit, solving this problem requires
explicit modeling of light and surface properties whereas such classical methods do
not necessarily support illumination simulation and will fail to render the same scene
using novel illumination.

In recent years, learning-based approaches such as Neural Radiance Fields (NeRF)
have emerged as a powerful neural 3D scene representation that can produce photo-
realistic novel scene views at test time. While there have been attempts to extend
NeRFs for lighting editing [1] [2] [3], most of these methods were either designed for
a specific class of objects or indoor scenes [4] [3] or even faces [6], and they do not
model important outdoor illumination effects such as cast shadows. Making them not
suitable for editing outdoor scenes captured under uncontrolled lighting.

Another crucial aspect to consider is capturing the object’s appearance accurately
to embed it into the reconstructed outdoor scene and then, collectively rendering the
composited scene under new lighting and from a novel viewpoint. This demands
decomposing the object’s intrinsics such as normals, roughness, and reflectance.

This thesis aims to tackle the problem of controllable lighting editing of outdoor
scenes from photographs using NeRF-OSR, which is the first approach for outdoor
scene relighting based on neural radiance fields that allow simultaneous editing of
illumination and camera viewpoint using only a collection of outdoor photos shot under
uncontrolled settings. This thesis builds on the previous work in the fields of computer
vision and computer graphics and proposes a compositing and relighting pipeline that
enables the incorporation of one or multiple objects into an outdoor environment with
controllable illumination while preserving the scene’s albedo and geometry. The thesis
will evaluate the proposed approach using a new benchmark dataset of outdoor sites
photographed from multiple viewpoints and at different times.

1.1. Objective of the Thesis

The thesis aims to devise a relighting and object insertion pipeline grounded on
NeRF [7], which enables the incorporation of one or multiple objects into an
outdoor environment with controllable illumination. The output materializes as a 3D
mesh embodying decomposed spatially-varying bidirectional reflectance distribution
function (SVBRDF) characteristics that interact with varying illumination source
positions and strengths. To accomplish this main objective, it is necessary to divide
it into two sub-tasks.



The first objective involves extracting visual information about the environment
from outdoor imagery. This process entails utilizing a sparse set of corresponding
images depicting the same location and constructing a neural field model that can
provide a comprehensive understanding of the constituent elements, such as the
materials, geometry, illumination, and shadows.

The second objective focuses on capturing the geometry and materials of an object
based on a set of real or synthetic images using a NeRF-based network that decomposes
the material into its intrinsic components.

Utilizing the available literature in the domains of computer vision and computer
graphics will enable the accomplishment of both objectives. Various approaches will
be assessed to identify their advantages and disadvantages in alignment with the thesis
goal. Elaborate descriptions of the chosen techniques will be provided, highlighting
their functioning to produce the outcome.

1.2. Structure of the Thesis

* Chapter 2 covers the existing literature used in inferring mesh and texture from
images.

e Chapter 3 describes the scene relighting and object insertion pipeline
implementation details.

* Chapter 4 describes data collection and pre-processing and compares rendered
and ground truth data.

* Chapter 5 discusses the results, contributions, limitations, and future work.

» Chapter 6 concludes the output of the thesis and its contributions.



2. SHAPE & MATERIAL EXTRACTION

This chapter presents previous approaches that built upon NeRF to tackle the problem
of inferring the physical geometry and material properties, and reviews related
literature. Towards the end of the chapter, the limitations of existing techniques
are discussed to establish the motivation behind the pipeline demonstrated in later
chapters.

2.1. Problem Definition

The fundamental goal of capturing an object’s geometry and decomposing its materials
is to generate a usable mesh, enabling its use in graphics software. Usually, some
challenges are present in the form of dynamic lighting conditions, lack of camera pose
information or the presence of transient occluders such as pedestrians or cars.

Photogrammetry [8] originally solved this problem by taking input images extracted
from a set of reference images and their corresponding camera positions. Nevertheless,
this involves several stages, such as aligning cameras and identifying correspondences
through multi-view stereo (MVS), simplifying geometry, parameterizing texture,
baking materials, and removing lighting.

NeREF, on the other hand, strives to utilize images from the real world to model the
scenes using a volumetric representation. However, this is a complex and difficult
task due to several challenges such as accurately determining the camera position,
understanding the geometry of the scene, accounting for lighting changes based on the
viewpoint, and dealing with missing information. Furthermore, the algorithm must
consider practical issues such as speed and memory usage and accurate representation
embodied in correctly estimating BRDF and illumination.

2.2. Related Concepts

The following are some concepts that will be referred to in the thesis and are crucial to
understanding the upcoming sections.

BRDF

BRDF [9] is a fundamental concept in computer graphics that describes the amount
of light reflected by a surface in a specific direction. The BRDF is a function of
four parameters: incoming light direction, outgoing light direction, surface normal,
and wavelength. The BRDF has applications in computer graphics, computer vision,
remote sensing, and many other fields.

It is mathematically defined as the ratio of the reflected radiance in a particular
outgoing direction to the incident irradiance arriving from a particular incoming
direction, both measured per unit area. It can be represented using the following
equation:
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dLo(! r)
fr(liy)= —— 1

where f, is the BRDEF, ! ; is the incoming light direction, ! ; is the outgoing light
direction, L, (! ;) is the radiance leaving the surface in the outgoing direction, and
E(!) is the irradiance arriving from the incoming direction. Figure [1|illustrates this
relationship.

Figure 1. Diagram showing vectors used to define the BRDF. All vectors are unit
length. !; points toward the light source. ! ; points toward the viewer (camera) N is
the surface normal.

The BRDF depends on the surface properties, such as its roughness, reflectivity, and
anisotropy. The BRDF can be isotropic, meaning it is independent of the outgoing
direction, or anisotropic, meaning it varies with the outgoing direction. Anisotropic
BRDFs are commonly used to model surfaces with directional reflectance properties,
such as brushed metals or fabrics.

SVBRDF, or spatially-varying BRDF, extends the concept of BRDF by allowing for
the variation of surface properties across the surface of an object. SVBRDF takes into
account the fact that different regions of an object can have different surface properties,
such as texture or reflectance. This allows for more realistic rendering of materials that
have complex surface properties, such as fabrics or wood.

SVBRDF can be represented using a texture map, where each pixel corresponds to
a different set of BRDF parameters. This texture map can be used in conjunction with
other rendering techniques, such as ray tracing or rasterization, to create more realistic
and detailed images.

Inverse Rendering

Inverse Rendering is a technique used in computer graphics and computer vision
to estimate the physical properties of a scene or object from an image. The
physical properties that are typically estimated include the surface geometry, surface
reflectance, and lighting conditions of the scene or object.

The process of inverse rendering is complex and involves modeling the physical
processes that contribute to the appearance of the scene or object in the image. This
includes modeling how light interacts with the surface of the object or scene, which
can be affected by factors such as reflection, refraction, and shadows. By estimating
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the physical properties of the scene or object, it is possible to create a realistic and
detailed 3D model.

There are different approaches to inverse rendering, including physically-based
modeling [10] and machine learning [11][7][12]. Physically-based modeling involves
simulating how light interacts with the surface of the object or scene using a physical
model of light. This model can account for factors such as surface geometry, surface
reflectance, and lighting conditions to estimate the physical properties of the object or
scene.

Machine learning approaches, on the other hand, use neural networks or other types
of machine learning algorithms to learn the relationship between images and physical
properties. These algorithms can be trained on a dataset of images and corresponding
physical properties, allowing them to estimate the physical properties of new images.

Differentiable Rendering

Differentiable Rendering [[13]][14] is a method that involves using differentiation to
compute gradients of rendering functions with respect to the scene parameters, such
as the shape, material, and lighting properties. The main advantage of differentiable
rendering is that it allows for gradient-based optimization of scene parameters, which
can be used for tasks such as inverse rendering, scene reconstruction, and shape
optimization.

Differentiable rendering has gained popularity in recent years due to the rise of deep
learning and the availability of high-performance computing hardware. Deep neural
networks can be trained to optimize the scene parameters using backpropagation,
which computes the gradients of the loss function with respect to the scene parameters.
These gradients can be used to update the scene parameters using gradient descent or
other optimization methods. Figure [2]illustrates the differentiable rendering loop.

Figure 2. High-level view of differentiable rendering.

NeRF

NeRF[7] is an image-based rendering method that represents a continuous scene as a
5D vector-valued function by taking a 3D location (X;Y; z) and a 2D viewing direction
(; ) asinputs to generate the corresponding color radiance € and volume density —at
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the given point. The direction is represented as a 3D Cartesian unit vector d. Figure
illustrates this procedure.

5D Input Output Volume Rendering
Position + Direction Color + Density Rendering Loss
x,%,2,0,¢) — —(RGB
o et) - &eze) < N
T F / ||l—g-t-
4 . 2
Ray 2 /T 2
-g.t.
2

Ray Distance

(a) (b) () (d)
Figure 3. NeRF utilizes sampling of 5D coordinates (consisting of location and
viewing direction) along camera rays to synthesize images (a). These coordinates are
then input into a Multi-layer Perceptron (MLP) to generate color and volume density
values (b). Subsequently, volume rendering techniques are employed to combine
these values and create a final image (c). This rendering function is designed to be
differentiable, allowing for the optimization of the scene representation by minimizing
the difference between the synthesized images and the observed ground truth images

(d).

An MLP is used to approximate this representation
F :(x;d)! (c; ) 2)

The network’s weights are optimized to map each input coordinate to its
corresponding volume density and directional emitted color. To ensure multi-view
consistency, the network is restricted to predicting the volume density as a function of
only the location and the RGB color as a function of both the location and viewing
direction.

NeRF’s training process consists of two main stages. The first stage utilizes a set
of input images and their corresponding camera poses to estimate the 3D geometry of
the scene. This is accomplished by utilizing traditional structure-from-motion (SfM)
[15] techniques, which estimate the 3D locations of points in the scene from their 2D
projections in the input images. These 3D points are then used to create a 3D mesh or
point cloud, serving as the initial geometry for the NeRF model.

The MLP processes the input location using 8 fully-connected layers with rectified
linear unit (ReLLU) activations and 256 channels per layer and outputs the volume
density and a 256-dimensional feature vector. This feature vector is then concatenated
with the camera ray’s viewing direction and passed to one additional fully-connected
layer with a ReLU activation and 128 channels to output the view-dependent RGB
color. This method can capture non-Lambertian effects and specularities that a model
trained without view dependence would have difficulty representing.

In the second stage, the neural network is trained to model the radiance values at
each point in the 3D mesh or point cloud. Specifically, the network takes as input a
3D point and the viewing direction of a virtual camera and outputs the corresponding
radiance value for that point and direction. The training objective is to minimize the
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difference between the predicted radiance values and the ground-truth radiance values
observed in the input images.

Figure 4. The NeRF model employs a fully-connected network architecture. The
input location’s positional encoding, represented as (X), undergoes a sequence
of transformations through 8 fully-connected ReLU layers, each comprising 256
channels. A skip connection is incorporated to concatenate this encoded input with
the activation from the fifth layer, following the architecture of DeepSDF [16]. An
additional layer produces the volume density, denoted as , which is rectified using
a ReLU to ensure positive values. Additionally, a 256-dimensional feature vector is
obtained, which is concatenated with the positional encoding of the input viewing
direction, denoted as (d). This concatenated vector is then processed through another
fully-connected ReLU layer with 128 channels. Finally, a final layer with a sigmoid
activation function is employed to output the emitted RGB radiance at a specific
position X, as observed from a ray with the direction d.

Once the NeRF model is trained, it is capable of rendering new views of the scene
from arbitrary camera positions. This is accomplished by sampling rays from each
pixel in the virtual camera and tracing them through the NeRF model to estimate the
radiance values along each ray[17]. The radiance values are then integrated to produce
the final image. See Figure || for details.

Explicit representation

Explicit representations are commonly used in computer graphics for modeling objects
and scenes. These representations typically involve specifying the object’s geometry
using a set of parameters such as vertices, edges, and faces. Other properties such
as color, texture, and lighting can also be specified explicitly. These parameters are
typically defined in a geometric or mathematical language, such as polygons, NURBS
(Non-Uniform Rational B-Splines), or parametric surfaces. The explicit nature of these
representations allows for precise control over the object or scene’s appearance and
behavior, making them well-suited for applications such as video games, virtual reality,
and 3D modeling.
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Implicit representation

Implicit representations are used to model an object without explicitly defining its
surface or geometry. Instead, an implicit function is used to describe the object or
scene, where the function maps a point in space to a scalar value. They have several
advantages over explicit representations as they can represent complex geometries with
a relatively small number of parameters, are smooth and continuous, and can be easily
transformed or deformed without the need for costly re-meshing operations.

2.3. Classical Approaches

As mentioned earlier, the decomposition of the intrinsics of an image such as
texture, lighting, and geometry has been a long-standing problem in computer vision.
Ramamoorthi et al. [[18]] classified the cases based on the number of unknowns of the 3
intrinsic properties. In this thesis, we are interested in the case in which all 3 properties
are unknown.

2.3.1. Retinex Theory

One of the first attempts to understand the decomposition of reflectance and
illumination of a surface was by Land and McCann [19]]. They demonstrated that it
is possible to separate albedo, which represents the intrinsic color and reflectivity of
objects, from illumination effects. This separation could be achieved by assuming that
the illumination changes gradually or varies slowly across the scene while reflectance
varies rapidly. In a grayscale image [20], significant gradients are considered
reflectance, whereas smaller gradients are considered shading. Specifically, for the
horizontal gradient, this is defined as:

b ifji ) >T

A = .
0; otherwise

The equation holds for the vertical gradient.

Based on observations by [21], algorithms that extend Retinex to incorporate color
have been highly effective in eliminating shadows from outdoor scenes. Specifically,
[22]][23] have achieved notable results by leveraging the observation that the majority
of outdoor illumination variations occur within a two-dimensional subspace of log-
RGB space. These algorithms identify shadow edges by employing thresholding
techniques on the projections of the log-image gradients onto this subspace, as well
as the projections onto the perpendicular space.

2.3.2. Optimization-Based Approaches

Some classical methods [24]] follow an optimization-based approach to solve the
problem of scene relighting. The formative work by Barrow and Tenenbaum [25]
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employed optimization by to infer the intrinsics of the scene such as albedo and shading
based on [26]].

2.3.3. Decomposition by Signal Processing

Another notable example is the work by Ramamoorthi et al. [18] in which they
described the reflected light field as a convolution of the lighting and BRDF - an
assumption previously held by [27] [28] [29]. Their proposed method mathematically
expresses the reflected light field as a product of spherical harmonic coefficients of the
BRDF and the lighting, allowing inverse rendering to be viewed as a deconvolution
process.

2.3.4. Limitations

Classical approaches require hand-crafted geometry priors [18] as input in addition to
a few images of the target object to be able to perform inverse rendering. Inverse
rendering in this context has a primitive definition compared to that of modern
approaches where it is limited only to inferring the BRDF of a surface along with
its corresponding illumination.

2.4. Learning-Based Methods for Scene Extraction
2.4.1. NeRV

The proposed method by Srinivasan et al. [30], named NeRV (Neural Reflectance
Visibility), aims to recover a 3D volumetric representation of a scene that can be
rendered from novel viewpoints under arbitrary new lighting conditions. NeRV builds
on NeRF. However, NeRF does not provide a way to simulate how the appearance of
any point changes with new lighting conditions, which is necessary for re-lighting.

To address this issue, NeRV replaces NeRF’s model of all points being emitters
with a model where all points have a reflectance function that describes how particles
reflect incoming light. This allows simulation of how the light from external sources
is attenuated and reflected by particles in the scene. Unfortunately, determining the
visibility between scene points and light sources is a challenging problem for NeRF’s
neural volumetric representation.

To compute the color of a camera ray, considering direct lighting from point light
sources, NeRV queries the network for the volume density at each point along the
camera ray to calculate how much each point is blocked by closer points. Then, for
each point, the visibility between that point and each light source is computed by
densely querying the network for volume density along each light ray. NeRV proposes
approximating these visibility computations during training with a neural network
that takes in a 3D point and direction and outputs the visibility of the surrounding
environment along the corresponding ray. Additionally, NeRV trains the visibility
network to predict the expected termination depth for a ray leaving a 3D location in
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a given direction, which allows for estimating the one-bounce indirect illumination at
a point arriving from any direction. The learned approximations enable simulating
complex volumetric light transport at each step within the training loop to recover a
reliable 3D scene representation using only images as inputs. Figure [5]illustrates how
NeRV computes the rendered image.

The NeRV method recovers plausible surface normals, albedo, and roughness at
each point in the scene. It visualizes the learned visibility approximation as shadow
maps, as well as renderings using just direct or indirect illumination. NeRV also allows
the simulation of realistic global illumination effects caused by inter-reflections.

S (b) Light Visibility (c) Direct Illumination (d) Indirect Illumination (e) BRDF
(a) Our Rendered Image
K >
v
‘\i‘k

(Novel View and Lighting)
(f) Normals (g) Albedo (h) Roughness (i) Shadow Map (j) Direct (k) Indirect

Figure 5. High-level diagram of NeRV.

I!

2.4.2. NeRF-W

NeRF-W [31] is a proposed extension that addresses NeRF’s limitations in handling
dynamic scenes, where the geometry and appearance of the objects change over
time. This is because NeRF relies on a fixed set of 3D points and their associated
properties, which cannot be easily updated as the scene changes. Additionally, NeRF
has difficulty handling non-static camera viewpoints, which require updating the
network weights for each new camera pose, leading to slow rendering times.

NeRF-W addresses the limitations of photometric variation and transient occluders
by proposing two models. The first model builds on top of the Generative Latent
Optimization (GLO) framework [32] where each image is assigned a real-valued
embedding vector that replaces the image-independent radiance term C in the base
NeRF equation. By employing the appearance embeddings solely in the color-emitting
branch of the network, the model gains the flexibility to modify the radiance of the
scene in a specific image. Simultaneously, it ensures that the 3D geometry, which is
determined by the coarse MLP earlier in the process, remains consistent and shared
across all images.

The second model incorporates a distinctive approach to address transient occluders.
Firstly, alongside the base MLP from the original NeRF architecture, the model
introduces an additional head that autonomously emits its own color and density, with
density variations allowed across training images. This augmentation enables NeRF-W
to reconstruct images containing occluders without compromising the integrity of the
static scene representation. Secondly, departing from the assumption of equal certainty
of observed pixel colors, the head emits an uncertainty field akin to existing color and
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density fields. This enables the model to adapt its reconstruction loss by disregarding
unreliable pixels and 3D locations prone to occluders. Each pixel’s color is modeled
as an isotropic normal distribution, maximizing its likelihood, while the variance of
this distribution is rendered using the same volume rendering technique employed by
NeRF. Through the incorporation of these two model components, NeRF-W achieves
the disentanglement of static and transient phenomena without the need for explicit
supervision. Figure [6] shows the differences between NeRF and NeRF-W.

Figure 6. NeRF-W extends NeRF by using an additional MLP (blue) to model the
transient occluders.

Limitations

One of the limitations is that the rendering quality tends to degrade in areas of the scene
that are rarely observed or viewed from very oblique angles, such as the ground. This
means that the method may struggle to accurately reconstruct and render these less-
observed regions of the scene. Another limitation shared with NeRF is the sensitivity
to camera calibration errors. If there are inaccuracies in the calibration of the cameras
used to capture the training images, it can result in blurry reconstructions for the parts
of the scene that were imaged by incorrectly-calibrated cameras.
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2.4.3. NeRF-OSR

NeRF Outdoor Scene Relighting (NeRF-OSR) [33] utilizes an unconstrained
collection of RGB images of a single scene captured at different times and viewpoints
to render the scene from any angle and under different lighting conditions. Although
the general NeRF model [[7] learns a slice of the apparent BRDF at a fixed illumination,
this learned representation still does not have a semantic meaning of the underlying
scene intrinsics and has no direct control over the lighting. To counter this, NeRF-
OSR employs a second-order spherical harmonics (SH) lighting model to represent
the illumination of the scene since the second-order SH model can capture a range of
lighting effects such as diffuse illumination, indirect illumination, and soft shadows.

An additional crucial part to achieve photorealism, shadows, are modeled using a
dedicated shadow prediction model. Unlike traditional ray-tracing approaches such
as the one used, this shadow model operates much more efficiently, through just the
same single forward pass as albedo and geometry. It is one of the strengths of this
method, making it more computationally scalable. See Figure[/|for a high-level view
of NeRF-OSR.

Figure 7. High-level diagram of NeRF-OSR.

Limitations

The method may struggle to accurately represent shadows in sunlit environments.
Handling high-frequency illumination and specularities is also challenging for the
second-order spherical harmonics (SH) lighting model employed. Inaccuracies in
geometry estimation can lead to some blur in the results, as even small bumps
can affect the computed illumination. The method relies on specific datasets, and
its performance may be limited to certain conditions. Furthermore, additional
priors or constraints related to outdoor scenes are not incorporated, leaving room
for improvement in capturing complex outdoor lighting effects. Despite these
limitations, the method outperforms related approaches and has potential for various
applications. Future research could explore addressing these limitations by refining
shadow representation, handling high-frequency illumination, improving geometry
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estimation, accommodating diverse datasets, and incorporating more priors of outdoor
scenes.

2.5. Learning-Based Methods for Object Extraction

The recent advancements in hardware such as Graphical Processing Units (GPU)
have transformed inverse rendering to adopt data-driven approaches. Training a large
amount of data under an acceptable time frame enables the researchers to expand the
definition of inverse rendering to include geometry extraction.

2.5.1. NeRD

Neural Reflectance Decomposition from Image Collections (NeRD) [34] is a method
designed to generate relightable 3D assets from unconstrained image collections by
estimating both shape and material properties. Unlike NeRF, which is only capable
of having view-dependent colors, NeRD learns view and illumination-independent
BRDF parameters and uses physically-based rendering to calculate the visible color.
It consists of two MLPs as in the case of NeRF: A coarse and a fine network.

The coarse network generates the contribution of every single pixel by casting a
ray from the camera into the scene, applying a regular sampling pattern along the ray,
and evaluating the points along the ray. The evaluated color per point is dependent
on the ray direction, which is alpha-composed based on the density of each sample.
The density along the ray is then used to compute a sampling distribution, and further
samples are placed based on the distribution.

At this point, NeRD breaks with NeRF by alpha-composing material properties that
are not view or illumination-dependent. These view and illumination-independent
material properties are the BRDF parameters, including base color, metallic,
roughness, and the surface normal derived from the density gradient. The fine network
is used to query all samples, and a trainable Spherical Gaussian (SG) illumination
model is used to differentiably render the final output color, which is then view- and
illumination-dependent.

After training the neural volume, the NeRD method proposes extracting the model
into a textured mesh by sampling the volume and keeping high-density points,
extracting the point cloud with the BRDF parameters and filtering it to remove outliers,
and creating a textured mesh from the point cloud. The resulting mesh can be easily
rendered in any game engine in real-time. See Figure[§]for a high-level view of NeRD.

Limitations

The optimization process for the object does not include any explicit modeling of
shadowing. This can be problematic, particularly in scenes with static environment
illumination and deep crevices, as shadows may be incorporated into the diffuse
albedo. Furthermore, while the chosen SGs environment model provides stable and
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Figure 8. NeRD pipeline.

fast shading evaluation, it can be constrained in the presence of high-frequency light
effects in a scene. To potentially achieve better outcomes, an alternative implicit
environment representation could be considered, provided it supports efficient BRDF
evaluation.

2.5.2. NV-DiffRec

The second method under investigation - dubbed NV-DiffRec [35] - allows for
3D reconstruction of objects from multi-view images with known camera poses
and foreground segmentation masks. It generates triangle meshes, spatially-varying
materials, and lighting represented by a high dynamic range environment probe. Then
it directly optimizes the target shape representation, unlike recent work [34] [36]
that retrieves the shape representation from the volumetric representation as a post-
processing stage, resulting in a large mesh size. The shape representation is converted
to a triangular surface mesh using a marching tetrahedra [3/] layer at each optimization
step. The surface mesh is then rendered in a differentiable rasterizer with deferred
shading and compared to a reference image to compute loss in image space. Finally,
the loss gradients are back-propagated to update the shape, textures, and lighting
parameters. Figure 9] depicts a high-level view of the NV-DiffRec method.
“‘%" % Rendering

Tetrahedra ~ Neural texture  Triangle mesh Neural texture 2D textures Differentiable split ‘

grid PBR materials sum env light Rendered Tmage  Reference Image
Topology learning through deep
marching tetrahedra

Differentiable Renderer Image space loss

Figure 9. High-level diagram of N'V-DiffRec.

Limitations

The primary constraint of the approach is the simple shading model that does not
consider global illumination or shadows. Although this simplification was made
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to deliberately speed up the optimization process, it restricts the ability to extract
materials and relight the scene accurately. This constraint is expected to be resolved
in future advancements in differentiable path tracing. Moreover, alpha masks [38]] are
used to separate the foreground from the background, and despite the robustness of
this method in the presence of erroneous masks, it would be advantageous to integrate
this step more effectively into the system. Other limitations are the assumption of
static lighting, the absence of camera pose optimization, and significant computational
resource and memory utilization during training.

2.5.3. NeRFactor

NeRFactor [36] constitutes a novel approach that sets itself apart from previous works
by distilling the trained NeRF model and operating solely on surface points, which
distinguishes it from NeRF, which works on the entire volume. NeRFactor enables
free-viewpoint relighting and material editing, and its methodology involves first
training a NeRF network on the scene and then retaining the coarse network while
freezing its weights. Next, a BRDF MLP is trained on the MERL dataset [36],
which comprises reflectance functions of 100 distinct materials. The normal map and
visibility map are initialized using the predicted volume from the pre-trained NeRF.
Despite the high level of noise, these maps are utilized as initializations rather than
being frozen. The methodology then entails predicting the surface’s ray interception
location, followed by training four MLPs, namely Light Visibility MLP, BRDF Identity
MLP, Albedo MLP, and Normal MLP, using the surface points as inputs. Since
the initializations for visibility and normals are available, they are referred to as
pretrained. The BRDF MLP outputs a latent vector z, which serves as input for material
editing. The albedo network handles the diffuse color component, while lighting is
estimated for each surface point. By explicitly modeling light visibility, NeRFactor
can distinguish shadows from albedo and synthesize realistic soft or hard shadows
under arbitrary lighting conditions. The outputs are then combined similarly to NeRF
and rendered using classical volumetric rendering.

Unlike other methods, NeRFactor does not predict the BRDF parameters. Instead, it
learns a latent vector that can be easily leveraged for rendering material edits. Figure
depicts a high-level view of the NV-DiffRec method.

Limitations

NeRFactor limits the light probes to low resolution to make light visibility manageable.
However, this resolution may not be sufficient for producing very hard shadows
or recovering high-frequency BRDFs, which can result in specularity or shadow
residuals in the albedo estimation. Additionally, for fast rendering, it only considers
direct illumination that bounces once, which means NeRFactor does not account for
indirect illumination effects. Finally, NeRFactor uses NeRF or MVS for its geometry
estimation, but it may fail if NeRF estimates inaccurate geometry that does not affect
view synthesis i.e. if the scene contains faraway geometry that is not present in the
image frame but cast shadows on objects visible within the frame. Despite being able
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Figure 10. NeRFactor high-level diagram.

to correct errors made by NeRF to some extent, NeRFactor may fail under certain
circumstances.
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3. IMPLEMENTATION

After examining the methods discussed in Chapter 2, the strengths and limitations
of each method were assessed based on their output. Two methods were particularly
suitable for the goal of the thesis and were selected to combine into the pipeline. These
are the NeRF-OSR [33] and the NV-DiffRec [35] methods. They were chosen such
that the former models the scene geometry, materials, and illumination while the latter
generates the captured object data. Figure|l 1{shows the final form of the pipeline.

Figure 11. The scene relighting and object insertion pipeline.

3.1. Scene Extraction & Relighting

The first module in the pipeline comprises the scene capturing and relighting. It builds
on the work of [33]][39] to acquire a neural encoding of diffuse albedo and illumination-
dependent shadows. The acquired representation allows for the modification of the
lighting and perspective of the scene simultaneously.

3.1.1. lllumination Decomposition

To allow relighting, second-order spherical harmonics (SH) are introduced to a NeRF
base [7]] to explicitly model the light. Referring to the original NeRF equation:

NXepth
C(o;d) = T(t) ( (i) )exi); 3)
i=1

P
where T (t;) = exp j'\lzdf”th ! (Xj) j » i=tisr t,and (y)=1 exp( y).

The previous equation can be written as:
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C(Fxige™ ;L) = A(Fxigs™ )  Lb(N(fxigLe™ ) 4)

where A 2 R? is the accumulated albedo, generated as in Equation[3] L 2 R® 3is
the per-image learnable SH coefficients, and b(n) 2 R® is the SH basis. N(x) is the
surface normal computed from the accumulated ray density.

3.1.2. Shadow Network

To model shadows explicitly to enable control during relighting, a shadow model
S(Xj=q Neeer + L) is introduced, and then the rendering equationis extended as follows:

C(fxiza gV ;L) = S(fxiza gV ;L) A(FXi g™ )  Lb(N(fxigi™)) (5)

The shadow network receives the greyscale version of the SH coefficients since shadow
depends only on the spatial distribution of light. In addition, shadow is estimated in the
same pass as geometry and albedo boosting its efficiency, unlike other methods such

as [30].

3.2. Object Extraction & Relighting

The second module in the pipeline is object mesh, materials, and illumination
extraction. It builds on the work of [35]] [34] [40] to decompose the object’s geometry
and BRDF. This subcomponent consists of 3 main steps:

1. Topology learning
2. Shading model retrieval

3. Illumination retrieval

These steps are described in the following subsections.

3.2.1. Topology Learning

Explicit topology learning is conventionally achieved by applying a marching
algorithm as a post-processing step to the volumetric representation of the object.
This, however, can introduce discretizing errors which degrade the quality of the
output mesh as seen in Figure[I4] To counter that, differentiable Marching Tetrahedra
(DMTet) [37] is employed through differentiable rendering. DMTet is a recent
hybrid 3D representation that utilizes a deformable tetrahedral grid to encode an
implicit function, in this case, a discrete SDF, that predicts the underlying surface.
Subsequently, this underlying surface is transformed into an explicit triangular mesh
using the Marching Tetrahedra (MT) algorithm. Then, the loss is calculated based
on the 2D renderings of the 3D model and backpropagated to the SDF to update the



25

topology as seen in Figure [I2] This enables end-to-end optimization of the surface
mesh and controls the rendered appearance.

SDF Raster

Backpropagation

3 7

Figure 12. DMTet optimization. Stanford Bunny model courtesy of [41]

During each optimization iteration, the SDF is transformed into a triangular surface
mesh using the differentiable MT algorithm. This conversion process allows for
changes in surface topology within DMTet. Then, the obtained mesh is rendered
through a differentiable rasterizer. The gradients of the image-space loss are then
back-propagated to update the SDF values, offsets, or network weights. Utilizing a
neural SDF representation serves as a smoothness prior, contributing to the generation
of coherent and well-defined shapes.

To reduce floaters and internal geometry that may be present in the mesh, the SDF
values are regularized similar to [42]. Given the binary cross-entropy H, sigmoid
function , and the sign function sign(X), the regularizer is defined as:

X
Lreg = H( (si);sign(s;)) + H( (s));sign(si)) (6)
i;j 2Se

where the summation is performed over the set of unique edges, denoted as S,, within
the tetrahedral grid. The condition imposed is that the signs of S; and S; must not be
equal, ensuring that sign flips are minimized. This process intuitively simplifies the
surface, penalizing the presence of internal geometry or isolated components

3.2.2. Shading Model Retrieval

Optimizing the mesh’s topology involves frequent updates to the parametrization,
which can introduce discontinuities during the training process. To effectively handle
texture mapping while optimizing the topology, volumetric texturing is utilized and
world space position is employed as an index for the texture. This approach ensures
that the mapping adjusts seamlessly to both vertex translations and adapts to the
changes in the mesh’s topology.

While volume texturing is well-suited for this particular use case, it does have a
drawback in that its memory usage increases significantly. Thus, following [43]], an
MLP is utilized to compactly store the parameters of the texture. This representation
possesses the capability to intelligently adapt detail in proximity to the 2D manifold
that represents the surface mesh only and not the entire 3D volume.
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Figure 13. As a result of iterative retopology during topology learning, some seams
may appear due to the changing object manifold. This is treated in the final step of
mesh export using volumetric texturing.

The next step is to reparametrize the model. X-atlas [44] is used to generate
unique texture coordinates and initializes the 2D textures by sampling the surface
mesh and optimization continues with the finalized topology. This step is important
as it blends the texture seams introduced during automatic texture parametrization as

seen in Figure

3.2.3. lllumination Retrieval

The illumination retrieval paradigm is an image-based lighting model that assumes a
high-resolution cube map is used to light the environment. Equation [7] describes the
irradiance from a point [45]. 7

L(l 0): L,(',) f(||,|0) (', n)d', @)

This is an integral of the product of the incident radiance, L;(! ;) from direction !
and the BSDF f (i; 0). The integration domain is the hemisphere ! around the surface
intersection normal, N.

3.3. Training

In the case of scene relighting, the NeRF++ codebase [46] is used as a background
network. For each scene, the model is trained for 5 1P iterations with a batch size of
210 rays. It took 54 hours of training on the UniOulu real dataset using one Nvidia
Tesla V100 GPU (32GB VRAM). Meanwhile, the Bistro dataset took 36 hours to
train on the same hardware.
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In contrast, the object extraction module usually took under 1 hour to train using
an Nvidia RTX 3060 (6GB VRAM) Mobile GPU. The specific training details can be
referenced from Table

Scene Texture res. Tet. grid res. Iterations
Ethiopian head 512 x 512 64 5,000
Gold cape 512 x 512 128 5,000
Ficus 512x 512 128 5,000
Hotdog 800 x 800 128 5,000
EgyptianChair 2048 x 2048 128 10,000

Table 1. As arule of thumb, detailed objects require higher texture and grid resolutions,
and may need more iterations during training. All training sessions used a batch size
of 4.

3.4. Meshing

Meshing is the last post-processing step of the pipeline. It converts the learned
volumetric representation to a 3D mesh. This is done using Marching Cubes (MC)
[47]. MC is a computer graphics algorithm used for creating 3D surfaces from
volumetric data. The basic idea behind marching cubes is to divide a 3D volume into
a grid of cubes to determine the surface of the object represented by the data within
each cube. The surface is then reconstructed from these cubes, resulting in a smooth
3D representation of the object. Marching cubes is particularly useful for visualizing
complex data sets, as it allows for detailed, interactive exploration of the data in three
dimensions.

Another algorithm that is similar to MC is Marching Tetrahedra (MT) [37]. Like
MC, this algorithm is used to create 3D surfaces from volumetric data. However,
instead of dividing the volume into cubes, MT divides it into tetrahedra. The
algorithm then determines the surface of the object represented by the data within each
tetrahedron and reconstructs the surface from these tetrahedra. MT is often preferred
over MC in situations where the data is very complex or contains narrow features.
This is because tetrahedrons can be used to more accurately represent the surface of
the object, and can be used to capture fine details that might be missed by the simpler
cubic structure used in marching cubes. In addition, MT output generates an acceptable
mesh quality - suitable for use in real-time rendering - at a low polygon count. The
marching algorithm was applied using pyMarchingCubes [48].

3.5. Rendering

To test the pipeline in a real-life scenario, the meshes extracted from sections 3.1 and
[3.2] were imported into Blender. A High Dynamic Range Image (HDRI) environment
map is used to illuminate the scene. The HDRI choice is arbitrary as this is the core
of the thesis; to relight using new lighting. Rendering was done using Blender’s path-
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Figure 14. Discretization errors are commonplace when using MC whereas the MT
algorithm gives an overall smooth mesh while using fewer polygons. This can be
observed on the sphere generated from MC in which appears a "staircase" effect that
is not present in the case of MT.

tracing renderer, Cycles, with 4096 samples at various resolutions. Results from the
pipeline can be found in Section[4.4.3]
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4. EXPERIMENTS

This chapter explains how the scene relighting and object extraction datasets were
collected, and introduces some required pre-processing steps for the purpose of the
thesis.

4.1. Data Collection

When collecting datasets for scene relighting, the goal is to capture the scene at
different timings and possibly under varying weather conditions. In addition, the
captured scene contains highly reflective surfaces such as glass. This variation allows
us to test the used network in identifying the key features of the scene and assessing its
robustness.

Synthetic datasets also play a major role in replacing real datasets as they offer
several advantages. Firstly, they provide a controlled environment where variables
can be manipulated to generate specific scenarios for testing and evaluation. This
allows the exploration of a wide range of possibilities without the constraints and
limitations of real-world data such as unfavorable weather conditions or the presence
of occluders. Secondly, synthetic datasets can be generated at a larger scale and with
higher diversity compared to real datasets, enabling more comprehensive training and
testing of algorithms and models. Lastly, synthetic datasets are easier to access and
are more cost-effective to produce compared to collecting and labeling real data. In
addition, synthetic relighting dataset collection is important for accurate quantitative
evaluation, as will be further explained in later sections.

This was the motivation behind synthesizing the Bistro and the EgyptianChair
dataset, as they serve as a valuable resource for studying and evaluating the
performance of the pipeline in a controlled lighting environment. The subsequent
sections will demonstrate how the two datasets were generated.

4.1.1. Real Scene Data

The real-world dataset consists of images extracted from two 2-minute-long videos of
the University of Oulu’s facade.A total of 300 images were collected of the university
at noon under a clear sky and in the afternoon under cloudy weather. The size of the
dataset is similar to that of the buildings dataset in the NeRF-OSR dataset [33]. Refer
to Figure[I5] for sample snapshots of the dataset.

Weather Time Training Validation Test
Clear Afternoon 130 15 10
Cloudy Afternoon 110 20 15

Table 2. The dataset consists of a total of 300 viewpoints with minimal visual
occluders. The images were shot at a resolution of 1920 x 1080 pixels. The capturing
device is a Samsung S10+ that has a 12.0 Megapixel camera with /1.7 aperture.
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Figure 15. Real dataset - dubbed "UniOulu" - collected for the purpose of the thesis.

4.1.2. Synthetic Scene Data

To synthesize the data, the open-source 3D model Nvidia® Lumberyard Bistro
[49] was utilized. This model encompasses a detailed representation of an outdoor
scene, consisting of seven buildings, a street view with light poles, decorations, and
foliage. In order to evaluate the pipeline effectively while mitigating excessive memory
consumption, a single building was considered sufficient for the experimentation.

To achieve the desired lighting conditions, a collection of HDRI maps was
employed. These HDRI maps [| depicted various illuminations at different times of
the day, enabling the creation of diverse lighting scenarios for the synthesized scenes.
See figure[16] for snapshots of the HDRI maps.

A total of 353 images were rendered using Cycles path-tracing renderer in Blender
[50]. Samples from the dataset are collected in Figure They are divided as shown
in Table 3l

Scene Training Validation Test
Sunny - Warm 81 11 11
Sunny - Cold 40 5 5
Industrial 40 5 5
Sunset 120 15 15

Table 3. The dataset consists of a total of 353 viewpoints with no visual occluders shot
in two sessions.

4.1.3. Synthetic Object Data

A similar approach was used to collect a dataset for the object extraction module. A 3D
model of the Egyptian Chair [51]] was utilized to create a dataset of 160 viewpoints in

'"HDRI maps available at www.polyhaven.com



31

Figure 16. Four HDRIs were utilized to light the Bistro scene.

Blender. Two static lights were used to illuminate the chair. Figure [I9]shows samples
from the dataset.

4.1.4. Other Data Sources

The data used for scene relighting is the NeRF-OSR dataset [33]] which includes 8
outdoor scenes that were captured using a DSLR camera over 110 recording sessions.
Each session also includes an environment map generated using a 360-degree camera.
The NeRD Dataset [34] was used in the object extraction module which includes
footage from the British Museum such as the Ethiopian Head (Figure and Gold
Cape (Figure 41)). In addition, the original NeRF dataset [7] is used.

4.2. Data Preprocessing

For both modules, at least one preprocessing step is required before training the
models. The steps that will be discussed in this section are pose estimation and
segmentation masking.

4.2.1. Pose Estimation

Pose estimation in NeRF is an important step after image collection. The resulting
vector from pose estimation is the coordinates vector which is fed into the coarse MLP
in the NeRF model. The algorithm that performs this estimation is known as structure-
from-motion (SfM). SfM [15] is concerned with the recovery of a stationary scene’s
3D structure from projective measurements captured as a collection of 2D images, by
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Figure 17. Snapshots from the Bistro synthetic dataset.

Figure 18. Bistro by Nvidia® Lumberyard [49].

estimating the camera motion that corresponds to these images as seen in Figure 20}
The technique involves three main stages:

» Extraction and matching of features in the images, such as points of interest or
lines

» Camera motion estimation, using relative pairwise camera positions obtained
from the extracted features



33

Figure 19. The EgyptianChair dataset was rendered using the Cycles renderer at a
resolution of 2160 x 2160 using two static light sources. Sequential matching was
performed before training to calculate the images’ poses. Model credit: Omar Adel
[S1].

* Recovery of the 3D structure by minimizing the reprojection error, using the
estimated motion and features.

4.2.2. Segmentation Masking

Segmentation masks are required in the object extraction module as the NV-Diffrec
model trains on foreground-segmented images. Segmentation can be performed
automatically using Detectron2 [38], but in the case of the EgyptianChair dataset, it
was done in parallel during rendering in Blender by splitting the alpha and the color
passes, resulting in two versions of each frame: a black and white mask and a 3D
render.

Masking is also an optional step in the scene relighting module if occluders are
present. Occluders in that sense include pedestrians, animals, or foliage.

4.3. Evaluation Criteria

Evaluation is conventionally done either on synthetic or real data. To evaluate the
effectiveness of an algorithm in generating convincing and lifelike images, a standard
for measuring the perceptual likeness between a synthesized image and an actual image
is necessary. In this thesis, photo-realism and perceptual similarity are measured using
some metrics such as peak-to-signal noise ratio (PSNR), structural similarity index
(SSIM)[52]], and learned perceptual image patch similarity (LPIPS)[S3]].
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Figure 20. High-level COLMAP diagram. The colored circles denote the extracted
features from images. COLMAP then finds correspondences across the input images
and performs multi-view-stereo (MVS) to retrieve the camera pose for each image
based on feature matching.

PSNR

The first metric, PSNR, is a commonly used metric to measure the reconstruction
quality of images and is directly related to the mean squared error (MSE). Denoting
image resolution as (W;H) and assuming that each color lies in [0; 1F, the MSE
and PSNR between a ground truth RGB-image | & and a synthesized RGB-image |
is defined as:

_ MAX 2
PSNR=10l0g;y e (8)
1 XXX . o
MSE = —— (lge(ii k) (i) k) ©)
i=1 j=1 k=1

SSIM

The second metric, SSIM [54], improves on measuring perceptual similarity by
noting that the human perceptual system is highly sensitive to variation in structural
information. SSIM models the structure, contrast, and luminance between images by
using statistical features, specifically, the mean |, variance |2 and covariance
of both images:

gti'

2 1g 1+ )2 140t C)

SSIM (lg;1) =
Gl = e e+ 7o

(10)
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Figure 21. COLMAP performed on the UniOulu (Left) and Bistro datasets (Right). It
should be noted that the UniOulu dataset was shot entirely from ground level whereas
the Bistro dataset includes about 150 images from aerial viewpoints to simulate drone
shots.

LPIPS

LPIP is a metric used to measure the perceptual similarity between two images.
It is based on a deep neural network that has been trained to mimic human
perceptual judgments of image similarity. The network extracts feature representations
from patches of the input images and computes the distance between the feature
representations to determine the similarity score.

The LPIPS equation is as follows:

. 1Pn .e . .
LPIPS(I4;12) = & o dif (1) £ (12)ijj2

where |, and |, are the two images being compared, f is the deep neural network
used to extract feature representations from patches of the images, and n is the number
of patches used in the computation. The distance between the feature representations
of the patches is computed using the L, norm, and the average distance across all
patches is used as the similarity score.

4.4. Results
4.4.1. Scene Relighting

The model training was done on 4 scenes: sites 1 & 4 (Real) in the NeRF-OSR dataset
[33]], the Bistro (synthetic), and UniOulu (real). Figures 22] 23] 24] and [25] show
their decomposition results, respectively. Further comparison results between scene
relighting and ground truth data can be found in the Appendix.

Zhttps://github.com/richzhang/Perceptual Similarity
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Figure 22. Decomposed intrinsics of the NeRF-OSR (Site 1) scene.
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Figure 23. Decomposed intrinsics of the NeRF-OSR (Site 4) scene.
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Figure 24. Decomposed intrinsics of the Bistro scene.
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Figure 25. Decomposed intrinsics of the UniOulu scene.

4.4.2. Object Extraction

The object extraction module qualitative results on Ficus, Hotdog, and EgyptianChair
objects’ intrinsics are illustrated in Figures [26] [28] respectively.  Further
comparison results between object extraction and ground truth data can be found in
the Appendix.

Render Reference Diffuse reflection Specular reflection Normals

Figure 26. Decomposed intrinsics of the Ficus object.
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Object SSIM" PSNR" LPIPS#
Ethiopian head (R) 0.938303 26.541 0.06564
Gold cape (R) 0.884511 24.048 0.09305
Ficus (S) 0.931895 24.292 0.07441
Hotdog (S) 0.972516 31.946 0.04706
EgyptianChair (S)  0.982080 32.776 0.02423

Table 4. Quantitative results from the object extraction module against ground truth
images. R denotes real-world data while S denotes synthetic data. It can be observed
that there is some form of domain gap between real and synthetic data results. The
object extraction module generally performs better on synthetic data which can be
owed to a number of factors such as segmentation mask quality and the use of simpler
textures such as solid colors.
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Figure 27. Decomposed intrinsics of the Hotdog object.
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Figure 28. Decomposed intrinsics of the EgyptianChair object.
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Figure 29. Decomposed intrinsics of the Ethiopian head object.

4.4.3. Compositing

To better showcase the results of the pipeline, it is important to test them under different
scenarios. Four possible scenarios combine real and synthetic scenes and objects:

* Synthetic object in a synthetic scene.
* Synthetic object in a real scene.

» Real object in a synthetic scene.
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* Real object in a real scene.

The subsequent section contains results from the pipeline showcasing the
aforementioned scenarios.

Synthetic object in a synthetic scene

In this scenario, compositing was performed by embedding synthetic objects such as

Ficus and EgyptianChair into the Bistro scene. The result is illustrated in Figures [30]
and 311

Figure 30. Composite scene of the Bistro scene, and the Ficus and EgyptianChair
objects. A sky texture was used to light the scene with a sun rotation at 179 and an
intensity of 0.2 to give the effect of sunset. Depth-of-field is applied.

Figure 31. Relighting test of the extracted EgyptianChair in the ground truth Bistro
scene. The chair texture and the overall geometry are correctly captured but polygon
artifacts are visible especially when zoomed in.
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Synthetic object in a real scene

This scenario is useful in augmented reality (AR) applications in which an object can
be inserted into the user’s surroundings. The Bob object is inserted into the Site 1 scene
and illuminated from different directions to test the accuracy of the shadows. Figure
illustrates this setting.

Figure 32. Composite scene of Site 1 from the NeRF-OSR dataset [33] with extracted
Bob model (Credit: Keenan Crane [S5]). A novel HDRI environment map is used to
illuminate the scene and its rotation is varied across renders as a sanity check to discern
the variation in cast shadows.

Real object in a synthetic scene

This scenario simulates virtual reality (VR), content creation, and product visualization
applications. Figure [33|simulates this layout.

Real object in a real scene

This scenario resembles augmented reality (AR) applications in which an object can
be inserted into the user’s real environment as illustrated in Figure [34]

4.5. Performance Evaluation

Although runtime performance is not a priority in the thesis, it is useful to assess it
for such possible use cases. Generally, the import time is high for outdoor meshes
generated from the scene relighting module of the pipeline. For instance, the mesh
produced from Site 1 of the NeRF-OSR dataset [33] consists of about 20 million
polygons at 1.70 GBs. This is largely owed to the size and details of the scene
and the marching algorithm used which sometimes mistranslates noise in the implicit
representation as new polygons. To counter this, a post-processing stage is required
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